
Goals for today

• Learn that policies can be optimized 
directly, without learning value functions,  
by policy-gradient methods

• Glimpse how one could learn real-valued 
(continuous) actions

• Glimpse how to handle hidden state



Policy-gradient methods
A new approach to control



Approaches to control
1. Previous approach: Action-value methods: 

• learn the value of each action; 

• pick the max (usually)

2. New approach: Policy-gradient methods: 

• learn the parameters of a stochastic policy

• update by gradient ascent in performance                      

• includes actor-critic methods, which learn both 
value and policy parameters



Why approximate policies 
rather than values?

• In many problems, the policy is simpler to  
approximate than the value function

• In many problems, the optimal policy is 
stochastic

• e.g., bluffing, POMDPs

• To enable smoother change in policies

• To avoid a search on every step (the max)

• To better relate to biology



We first saw this in Chapter 2, with the  
Gradient-bandit algorithm

• Store action preferences 
rather than action-value estimates

• Instead of 𝜀-greedy, pick actions by an exponential soft-max:

• Also store the sample average of rewards as

• Then update:
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Figure 2.5: Average performance of UCB action selection on the 10-armed testbed. As
shown, UCB generally performs better that "-greedy action selection, except in the first k
plays, when it selects randomly among the as-yet-unplayed actions. UCB with c = 1 would
perform even better but would not show the prominent spike in performance on the 11th
play. Can you think of an explanation of this spike?

no known practical way of utilizing the idea of UCB action selection.

2.7 Gradient Bandits

So far in this chapter we have considered methods that estimate action values and
use those estimates to select actions. This is often a good approach, but it is not the
only one possible. In this section we consider learning a numerical preference Ht(a)
for each action a. The larger the preference, the more often that action is taken, but
the preference has no interpretation in terms of reward. Only the relative preference
of one action over another is important; if we add 1000 to all the preferences there is
no e↵ect on the action probabilities, which are determined according to a soft-max
distribution (i.e., Gibbs or Boltzmann distribution) as follows:

Pr{At =a} .
=

eHt(a)

P
k

b=1 eHt(b)

.
= ⇡t(a), (2.9)

where here we have also introduced a useful new notation ⇡t(a) for the probability of
taking action a at time t. Initially all preferences are the same (e.g., H1(a) = 0, 8a)
so that all actions have an equal probability of being selected.

There is a natural learning algorithm for this setting based on the idea of stochastic
gradient ascent. On each step, after selecting the action At and receiving the reward
Rt, the preferences are updated by:

Ht+1(At)
.
= Ht(At) + ↵

�
Rt � R̄t

��
1 � ⇡t(At)

�
, and

Ht+1(a)
.
= Ht(a) � ↵

�
Rt � R̄t

�
⇡t(a), 8a 6= At,

(2.10)

where ↵ > 0 is a step-size parameter, and R̄t 2 R is the average of all the rewards
up through and including time t, which can be computed incrementally as described
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The calculations showing this require only beginning calculus, but take several
steps. If you are mathematically inclined, then you will enjoy the rest of this section
in which we go through these steps. (And if you are not, then you may skip the rest
of this section without preventing understanding of the rest of this book.) First we
take a closer look at the exact performance gradient:
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where Xt can be any scalar that does not depend on b. We can include it here because
the gradient sums to zero over all the actions,

P
b

@⇡t(b)
@Ht(a) = 0. As Ht(a) is changed,

some actions’ probabilities go up and some down, but the sum of the changes must
be zero because the sum of the probabilities must remain one.
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The equation is now in the form of an expectation, summing over all possible values
b of the random variable At, then multiplying by the probability of taking those
values. Thus:
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where here we have chosen Xt = R̄t and substituted Rt for q⇤(At), which is permitted
because E[Rt] = q⇤(At) and because all the other factors are non-random. Shortly

we will establish that @⇡t(b)
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a = b, else 0. Assuming that for now, we have
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Recall that our plan has been to write the performance gradient as an expectation of
something that we can sample on each step, as we have just done, and then update
on each step proportional to the sample. Substituting a sample of the expectation
above for the performance gradient in (2.11) yields:

Ht+1(a) = Ht(a) + ↵
�
Rt � R̄t

��
1a=At

� ⇡t(a)
�
, 8a,
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Exercise 2.4 The results shown in Figure 2.4 should be quite reliable because they
are averages over 2000 individual, randomly chosen 10-armed bandit tasks. Why,
then, are there oscillations and spikes in the early part of the curve for the optimistic
method? In other words, what might make this method perform particularly better
or worse, on average, on particular early steps?

2.6 Upper-Confidence-Bound Action Selection

Exploration is needed because the estimates of the action values are uncertain. The
greedy actions are those that look best at present, but some of the other actions
may actually be better. "-greedy action selection forces the non-greedy actions to
be tried, but indiscriminately, with no preference for those that are nearly greedy or
particularly uncertain. It would be better to select among the non-greedy actions
according to their potential for actually being optimal, taking into account both how
close their estimates are to being maximal and the uncertainties in those estimates.
One e↵ective way of doing this is to select actions as

At

.
= argmax

a

"
Qt(a) + c

s
log t

Nt(a)

#
, (2.8)

where log t denotes the natural logarithm of t (the number that e ⇡ 2.71828 would
have to be raised to in order to equal t), Nt(a) denotes the number of times that
action a has been selected prior to time t (the denominator in (2.1)), and the number
c > 0 controls the degree of exploration. If Nt(a) = 0, then a is considered to be a
maximizing action.

The idea of this upper confidence bound (UCB) action selection is that the square-
root term is a measure of the uncertainty or variance in the estimate of a’s value.
The quantity being max’ed over is thus a sort of upper bound on the possible true
value of action a, with the c parameter determining the confidence level. Each time
a is selected the uncertainty is presumably reduced; Nt(a) is incremented and, as it
appears in the denominator of the uncertainty term, the term is decreased. On the
other hand, each time an action other than a is selected t is increased; as it appears in
the numerator the uncertainty estimate is increased. The use of the natural logarithm
means that the increase gets smaller over time, but is unbounded; all actions will
eventually be selected, but as time goes by it will be a longer wait, and thus a lower
selection frequency, for actions with a lower value estimate or that have already been
selected more times.

Results with UCB on the 10-armed testbed are shown in Figure 2.5. UCB will
often perform well, as shown here, but is more di�cult than "-greedy to extend
beyond bandits to the more general reinforcement learning settings considered in the
rest of this book. One di�culty is in dealing with nonstationary problems; something
more complex than the methods presented in Section 2.4 would be needed. Another
di�culty is dealing with large state spaces, particularly function approximation as
developed in Part II of this book. In these more advanced settings there is currently
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Figure 2.5: Average performance of UCB action selection on the 10-armed testbed. As
shown, UCB generally performs better that "-greedy action selection, except in the first k
plays, when it selects randomly among the as-yet-unplayed actions. UCB with c = 1 would
perform even better but would not show the prominent spike in performance on the 11th
play. Can you think of an explanation of this spike?
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where ↵ > 0 is a step-size parameter, and R̄t 2 R is the average of all the rewards
up through and including time t, which can be computed incrementally as described
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eg, linear-exponential policies 
(discrete actions)

• The “preference” h for action a in state s  
is linear in 𝜽 and a state-action feature vector 

• The probability of each action is exponential in its preference

• Corresponding eligibility function:
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for discrete action spaces and point out the advantages it o↵ers over action-value methods. Policy-
based methods also o↵er useful ways of dealing with continuous action spaces, as we describe later in
Section 13.7.

If the action space is discrete and not too large, then a natural kind of parameterization is to form
parameterized numerical preferences h(s, a, ✓) 2 R for each state–action pair. The actions with the
highest preferences in each state are given the highest probabilities of being selected, for example,
according to an exponential softmax distribution:

⇡(a|s, ✓) =
exp(h(s, a, ✓))P
b
exp(h(s, b, ✓))

, (13.2)

where exp(x) = ex, where e ⇡ 2.71828 is the base of the natural logarithm. Note that the denominator
here is just what is required so that the action probabilities in each state sum to one. The preferences
themselves can be parameterized arbitrarily. For example, they might be computed by a deep neural
network, where ✓ is the vector of all the connection weights of the network (as in the AlphaGo system
described in Section 16.6). Or the preferences could simply be linear in features,

h(s, a, ✓) = ✓>x(s, a), (13.3)

using feature vectors x(s, a) 2 Rd
0
constructed by any of the methods described in Chapter 9.

An immediate advantage of selecting actions according to the softmax in action preferences (13.2) is
that the approximate policy can approach a deterministic policy, whereas with "-greedy action selection
over action values there is always an " probability of selecting a random action. Of course, one could
select according to a softmax over action values, but this alone would not allow the policy to approach
a deterministic policy. Instead, the action-value estimates would converge to their corresponding true
values, which would di↵er by a finite amount, translating to specific probabilities other than 0 and 1.
If the softmax included a temperature parameter, then the temperature could be reduced over time
to approach determinism, but in practice it would be di�cult to choose the reduction schedule, or
even the initial temperature, without more prior knowledge of the true action values than we would
like to assume. Action preferences are di↵erent because they do not approach specific values; instead
they are driven to produce the optimal stochastic policy. If the optimal policy is deterministic, then
the preferences of the optimal actions will be driven infinitely higher than all suboptimal actions (if
permited by the parameterization).

In problems with significant function approximation, the best approximate policy may be stochastic.
For example, in card games with imperfect information the optimal play is often to do two di↵erent
things with specific probabilities, such as when blu�ng in Poker. Action-value methods have no natural
way of finding stochastic optimal policies, whereas policy approximating methods can, as shown in
Example 13.1. This is a second significant advantage of policy-based methods.

Exercise 13.1 Use your knowledge of the gridworld and its dynamics to determine an exact symbolic
expression for the optimal probability of selecting the right action in Example 13.1.

Perhaps the simplest advantage that policy parameterization may have over action-value parameter-
ization is that the policy may be a simpler function to approximate. Problems vary in the complexity
of their policies and action-value functions. For some, the action-value function is simpler and thus
easier to approximate. For others, the policy is simpler. In the latter case a policy-based method will
typically learn faster and yield a superior asymptotic policy (as seems to be the case with Tetris; see
Şimşek, Algórta, and Kothiyal, 2016).

Finally, we note that the choice of policy parameterization is sometimes a good way of injecting prior
knowledge about the desired form of the policy into the reinforcement learning system. This is often
the most important reason for using a policy-based learning method.
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REINFORCE, A Monte-Carlo Policy-Gradient Method (episodic)

Input: a di↵erentiable policy parameterization ⇡(a|s, ✓)
Initialize policy parameter ✓ 2 Rd

0

Repeat forever:
Generate an episode S0, A0, R1, . . . , ST�1, AT�1, RT , following ⇡(·|·, ✓)
For each step of the episode t = 0, . . . , T � 1:

G return from step t
✓  ✓ + ↵�tGr✓ ln ⇡(At|St, ✓)

Figure 13.1 shows the performance of REINFORCE, averaged over 100 runs, on the gridworld from
Example 13.1.

The vector r✓⇡(At|St,✓t)
⇡(At|St,✓t)

in the REINFORCE update is the only place the policy parameterization
appears in the algorithm. This vector has been given several names and notations in the literature;
we will refer to it simply as the eligibility vector. The eligibility vector is often written in the compact
form r✓ ln ⇡(At|St, ✓t), using the identity r ln x = rx

x
. This form is used in all the boxed pseudocode

in this chapter. In earlier examples in this chapter we considered exponential softmax policies (13.2)
with linear action preferences (13.3). For this parameterization, the eligibility vector is

r✓ ln ⇡(a|s, ✓) = x(s, a)�
X

b

⇡(b|s, ✓)x(s, b). (13.7)

As a stochastic gradient method, REINFORCE has good theoretical convergence properties. By
construction, the expected update over an episode is in the same direction as the performance gradient.2

This assures an improvement in expected performance for su�ciently small ↵, and convergence to a

2
Technically, this is only true if each episode’s updates are done o↵-line, meaning they are accumulated on the side

during the episode and only used to change ✓ by their sum at the episode’s end. However, this would probably be a

worse algorithm in practice, and its desirable theoretical properties would probably be shared by the algorithm as given

(although this has not been proved).
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Figure 13.1: REINFORCE on the short-corridor gridworld (Example 13.1). With a good step size, the total
reward per episode approaches the optimal value of the start state.



Example of the need for stochastic policies: 
The short corridor with switched actions
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Example 13.1 Short corridor with switched actions

Consider the small corridor gridworld shown inset in the graph below. The reward is �1 per
step, as usual. In each of the three nonterminal states there are only two actions, right and left.
These actions have their usual consequences in the first and third states (left causes no movement
in the first state), but in the second state they are reversed, so that right moves to the left and
left moves to the right. The problem is di�cult because all the states appear identical under the
function approximation. In particular, we define x(s, right) = [1, 0]> and x(s, left) = [0, 1]>, for
all s. An action-value method with "-greedy action selection is forced to choose between just
two policies: choosing right with high probability 1 � "/2 on all steps or choosing left with the
same high probability on all time steps. If " = 0.1, then these two policies achieve a value (at
the start state) of less than �44 and �82, respectively, as shown in the graph. A method can
do significantly better if it can learn a specific probability with which to select right. The best
probability is about 0.59, which achieves a value of about �11.6.
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The REINFORCE algorithm
finds the right probability
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REINFORCE, A Monte-Carlo Policy-Gradient Method (episodic)
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during the episode and only used to change ✓ by their sum at the episode’s end. However, this would probably be a
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(although this has not been proved).
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Figure 13.1: REINFORCE on the short-corridor gridworld (Example 13.1). With a good step size, the total
reward per episode approaches the optimal value of the start state.
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Given a policy parameterization:

⇡(a|s,✓)

Approximate stochastic gradient ascent:

(or average reward)

Typically, based on the Policy-Gradient Theorem:

And objective:
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13.2 The Policy Gradient Theorem

In addition to the practical advantages of policy parameterization over "-greedy action selection, there
is also an important theoretical advantage. With continuous policy parameterization the action proba-
bilities change smoothly as a function of the learned parameter, whereas in "-greedy selection the action
probabilities may change dramatically for an arbitrarily small change in the estimated action values,
if that change results in a di↵erent action having the maximal value. Largely because of this stronger
convergence guarantees are available for policy-gradient methods than for action-value methods. In
particular, it is the continuity of the policy dependence on the parameters that enables policy-gradient
methods to approximate gradient ascent (13.1).

The episodic and continuing cases define the performance measure, J(✓), di↵erently and thus have to
be treated separately to some extent. Nevertheless, we will try to present both cases uniformly, and we
develop a notation so that the major theoretical results can be decribed with a single set of equations.

In this section we treat the episodic case, for which we define the performance measure as the value
of the start state of the episode. We can simplify the notation without losing any meaningful generality
by assuming that every episode starts in some particular (non-random) state s0. Then, in the episodic
case we define performance as

J(✓)
.
= v⇡✓ (s0), (13.4)

where v⇡✓ is the true value function for ⇡✓, the policy determined by ✓. From here on in our discussion
we will assume no discounting (� = 1) for the episodic case, although for completeness we do include
the possibility of discounting in the boxed algorithms.

With function approximation, it may seem challenging to change the policy parameter in a way that
ensures improvement. The problem is that performance depends on both the action selections and the
distribution of states in which those selections are made, and that both of these are a↵ected by the
policy parameter. Given a state, the e↵ect of the policy parameter on the actions, and thus on reward,
can be computed in a relatively straightforward way from knowledge of the parameterization. But the
e↵ect of the policy on the state distribution is a function of the environment and is typically unknown.
How can we estimate the performance gradient with respect to the policy parameter when the gradient
depends on the unknown e↵ect of policy changes on the state distribution?

Fortunately, there is an excellent theoretical answer to this challenge in the form of the policy gradient
theorem, which provides us an analytic expression for the gradient of performance with respect to the
policy parameter (which is what we need to approximate for gradient ascent (13.1)) that does not
involve the derivative of the state distribution. The policy gradient theorem establishes that

rJ(✓) /
X

s

µ(s)
X

a

q⇡(s, a)r✓⇡(a|s, ✓), (13.5)

where the gradients are column vectors of partial derivatives with respect to the components of ✓, and
⇡ denotes the policy corresponding to parameter vector ✓. The symbol / here means “proportional
to”. In the episodic case, the constant of proportionality is the average length of an episode, and in the
continuing case it is 1, so that the relationship is actually an equality. The distribution µ here (as in
Chapters 9 and 10) is the on-policy distribution under ⇡ (see page 163). The policy gradient theorem
is proved for the episodic case in the box on the next page.

✓t+1
.
= ✓t + ↵ \rJ(✓t)
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on-policy distribution
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Proof of the Policy Gradient Theorem (episodic case)

With just elementary calculus and re-arranging terms we can prove the policy gradient theorem
from first principles. To keep the notation simple, we leave it implicit in all cases that ⇡ is a
function of ✓, and all gradients are also implicitly with respect to ✓. First note that the gradient
of the state-value function can be written in terms of the action-value function as

rv⇡(s) = r
"
X

a

⇡(a|s)q⇡(s, a)

#
, for all s 2 S (Exercise 3.15)

=
X

a

h
r⇡(a|s)q⇡(s, a) + ⇡(a|s)rq⇡(s, a)

i
(product rule)

=
X

a

h
r⇡(a|s)q⇡(s, a) + ⇡(a|s)r

X

s0,r

p(s0, r |s, a)
�
r + v⇡(s0)

�i

(Exercise 3.16 and Equation 3.2)

=
X

a

h
r⇡(a|s)q⇡(s, a) + ⇡(a|s)

X

s0

p(s0 |s, a)rv⇡(s0)
i

(Eq. 3.4)

=
X

a

h
r⇡(a|s)q⇡(s, a) + ⇡(a|s)

X

s0

p(s0 |s, a) (unrolling)

X

a0

⇥
r⇡(a0|s0)q⇡(s0, a0) + ⇡(a0|s0)

X

s00

p(s00 |s0, a0)rv⇡(s00)
⇤i

=
X

x2S

1X

k=0

Pr(s!x, k, ⇡)
X

a

r⇡(a|x)q⇡(x, a),

after repeated unrolling, where Pr(s!x, k, ⇡) is the probability of transitioning from state s to
state x in k steps under policy ⇡. It is then immediate that

rJ(✓) = rv⇡(s0)

=
X

s

 1X

k=0

Pr(s0 !s, k, ⇡)

!
X

a

r⇡(a|s)q⇡(s, a)

=
X

s

⌘(s)
X

a

r⇡(a|s)q⇡(s, a) (box page 163)
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r⇡(a|s)q⇡(s, a)

/
X
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µ(s)
X
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r⇡(a|s)q⇡(s, a). Q.E.D. (Eq. 9.3)
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Deriving REINFORCE from the PGT
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13.3 REINFORCE: Monte Carlo Policy Gradient

We are now ready for our first policy-gradient learning algorithm. Recall our overall strategy of stochas-
tic gradient ascent (13.1), which requires a way to obtain samples such that the expectation of the
sample gradient is proportional to the actual gradient of the performance measure as a function of the
parameter. The sample gradients need only be proportional to the gradient because any constant of
proportionality can be absorbed into the step size ↵, which is otherwise arbitrary. The policy gradient
theorem gives an exact expression proportional to the gradient; all that is needed is some way of sam-
pling whose expectation equals or approximates this expression. Notice that the right-hand side of the
policy gradient theorem is a sum over states weighted by how often the states occur under the target
policy ⇡; if ⇡ is followed, then states will be encountered in these proportions. Thus

rJ(✓) /
X

s

µ(s)
X

a

q⇡(s, a)r✓⇡(a|s, ✓), (13.5)

= E⇡

"
X

a

q⇡(St, a)r✓⇡(a|St, ✓)

#
.

This is good progress, and we would like to carry it further and handle the action in the same way
(replacing a with the sample action At). The remaining part of the expectation above is a sum over
actions; if only each term were weighted by the probability of selecting the actions, that is, according
to ⇡(a|St, ✓), then the replacement could be done. We can arrange for this by multiplying and dividing
by this probability. Continuing from the previous equation, this gives

rJ(✓) = E⇡

"
X

a

⇡(a|St, ✓)q⇡(St, a)
r✓⇡(a|St, ✓)

⇡(a|St, ✓)

#

= E⇡


q⇡(St, At)

r✓⇡(At|St, ✓)

⇡(At|St, ✓)

�
(replacing a by the sample At ⇠ ⇡)

= E⇡


Gt

r✓⇡(At|St, ✓)

⇡(At|St, ✓)

�
, (because E⇡[Gt|St, At] = q⇡(St, At))

where Gt is the return as usual. The final expression in the brackets is exactly what is needed, a
quantity that can be sampled on each time step whose expectation is equal to the gradient. Using this
sample to instantiate our generic stochastic gradient ascent algorithm (13.1), yields the update

✓t+1
.
= ✓t + ↵Gt

r✓⇡(At|St, ✓t)

⇡(At|St, ✓t)
. (13.6)

We call this algorithm REINFORCE (after Williams, 1992). Its update has an intuitive appeal. Each
increment is proportional to the product of a return Gt and a vector, the gradient of the probability
of taking the action actually taken divided by the probability of taking that action. The vector is the
direction in parameter space that most increases the probability of repeating the action At on future
visits to state St. The update increases the parameter vector in this direction proportional to the
return, and inversely proportional to the action probability. The former makes sense because it causes
the parameter to move most in the directions that favor actions that yield the highest return. The latter
makes sense because otherwise actions that are selected frequently are at an advantage (the updates
will be more often in their direction) and might win out even if they do not yield the highest return.

Note that REINFORCE uses the complete return from time t, which includes all future rewards up
until the end of the episode. In this sense REINFORCE is a Monte Carlo algorithm and is well defined
only for the episodic case with all updates made in retrospect after the episode is completed (like the
Monte Carlo algorithms in Chapter 5). This is shown explicitly in the boxed pseudocode below.
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Thus

Policy-gradient theorem with baseline:

Because
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13.4 REINFORCE with Baseline

The policy gradient theorem (13.5) can be generalized to include a comparison of
the action value to an arbitrary baseline b(s):

r⌘(✓) =
X

s

d⇡(s)
X

a

⇣
q⇡(s, a) � b(s)

⌘
r✓⇡(a|s, ✓). (13.8)

The baseline can be any function, even a random variable, as long as it does not vary
with a; the equation remains true, because the the subtracted quantity is zero:

X

a

b(s)r✓⇡(a|s, ✓) = b(s)r✓

X

a

⇡(a|s, ✓) = b(s)r✓1 = 0 8s 2 S.

However, after we convert the policy gradient theorem to an expectation and an
update rule, using the same steps as in the previous section, then the baseline can
have a significant e↵ect on the variance of the update rule.

The update rule that we end up with is a new version of REINFORCE that includes
a general baseline:

✓t+1 , ✓t + ↵
⇣
Gt � b(St)

⌘r✓⇡(At|St, ✓)

⇡(At|St, ✓)
. (13.9)

As the baseline could be uniformly zero, this update is a strict generalization of
REINFORCE. In general, the baseline leaves the expected value of the update un-
changed, but it can have a large e↵ect on its variance. For example, we saw in
Section 2.8 that an analogous baseline can significantly reduce the variance (and
thus speed the learning) of gradient bandit algorithms. In the bandit algorithms the
baseline was just a number (the average of the rewards seen so far), but for MDPs
the baseline should vary with state. In some states all actions have high values and
we need a high baseline to di↵erentiate the higher valued actions from the less highly
valued ones; in other states all actions will have low values and a low baseline is
appropriate.

One natural choice for the baseline is an estimate of the state value, v̂(St,w), where
w 2 Rm is a second learned weight vector learned by one of the methods presented
in previous chapters. Because REINFORCE is a Monte Carlo method for learning
the policy weights, ✓, it seems natural to also use a Monte Carlo method to learn
the state-value weights, w. A complete pseudocode algorithm for REINFORCE with
baseline is given in the box using such a learned state-value function as the baseline.

Here it would be nice to repeat experiments as in the previous section, or other
experiments, showing a nice improvement with the baseline.

Here it would also be nice to discuss the choice of the step-size parameters, ↵ and
�. The step size for values is relatively easy; we have rules of thumb. For action
values though it is much less clear. It depends on the range of variation of the
rewards, and on the policy parameterization.

e.g., b(s) = v̂(s,w)

any function of state, not action
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where v⇡✓ is the true value function for ⇡✓, the policy determined by ✓. From here on in our discussion
we will assume no discounting (� = 1) for the episodic case, although for completeness we do include
the possibility of discounting in the boxed algorithms.

With function approximation, it may seem challenging to change the policy parameter in a way that
ensures improvement. The problem is that performance depends on both the action selections and the
distribution of states in which those selections are made, and that both of these are a↵ected by the
policy parameter. Given a state, the e↵ect of the policy parameter on the actions, and thus on reward,
can be computed in a relatively straightforward way from knowledge of the parameterization. But the
e↵ect of the policy on the state distribution is a function of the environment and is typically unknown.
How can we estimate the performance gradient with respect to the policy parameter when the gradient
depends on the unknown e↵ect of policy changes on the state distribution?

Fortunately, there is an excellent theoretical answer to this challenge in the form of the policy gradient
theorem, which provides us an analytic expression for the gradient of performance with respect to the
policy parameter (which is what we need to approximate for gradient ascent (13.1)) that does not
involve the derivative of the state distribution. The policy gradient theorem establishes that

rJ(✓) /
X

s

µ(s)
X

a

q⇡(s, a)r✓⇡(a|s, ✓), (13.5)

where the gradients are column vectors of partial derivatives with respect to the components of ✓, and
⇡ denotes the policy corresponding to parameter vector ✓. The symbol / here means “proportional
to”. In the episodic case, the constant of proportionality is the average length of an episode, and in the
continuing case it is 1, so that the relationship is actually an equality. The distribution µ here (as in
Chapters 9 and 10) is the on-policy distribution under ⇡ (see page 163). The policy gradient theorem
is proved for the episodic case in the box on the next page.
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local optimum under standard stochastic approximation conditions for decreasing ↵. However, as a
Monte Carlo method REINFORCE may be of high variance and thus produce slow learning.

Exercise 13.2 Prove (13.7) using the definitions and elementary calculus. ⇤

13.4 REINFORCE with Baseline

The policy gradient theorem (13.5) can be generalized to include a comparison of the action value to
an arbitrary baseline b(s):

rJ(✓) /
X

s

µ(s)
X

a

⇣
q⇡(s, a) � b(s)

⌘
r✓⇡(a|s, ✓). (13.8)

The baseline can be any function, even a random variable, as long as it does not vary with a; the
equation remains valid because the subtracted quantity is zero:

X

a

b(s)r✓⇡(a|s, ✓) = b(s)r✓

X

a

⇡(a|s, ✓) = b(s)r✓1 = 0.

The policy gradient theorem with baseline (13.8) can be used to derive an update rule using similar
steps as in the previous section. The update rule that we end up with is a new version of REINFORCE
that includes a general baseline:

✓t+1
.
= ✓t + ↵

⇣
Gt � b(St)

⌘r✓⇡(At|St, ✓t)

⇡(At|St, ✓t)
. (13.9)

Because the baseline could be uniformly zero, this update is a strict generalization of REINFORCE. In
general, the baseline leaves the expected value of the update unchanged, but it can have a large e↵ect
on its variance. For example, we saw in Section 2.8 that an analogous baseline can significantly reduce
the variance (and thus speed the learning) of gradient bandit algorithms. In the bandit algorithms the
baseline was just a number (the average of the rewards seen so far), but for MDPs the baseline should
vary with state. In some states all actions have high values and we need a high baseline to di↵erentiate
the higher valued actions from the less highly valued ones; in other states all actions will have low values
and a low baseline is appropriate.

One natural choice for the baseline is an estimate of the state value, v̂(St,w), where w 2 Rm is a
weight vector learned by one of the methods presented in previous chapters. Because REINFORCE is
a Monte Carlo method for learning the policy parameter, ✓, it seems natural to also use a Monte Carlo
method to learn the state-value weights, w. A complete pseudocode algorithm for REINFORCE with
baseline is given in the box on the next page using such a learned state-value function as the baseline.

This algorithm has two step sizes, denoted ↵✓ and ↵w (where ↵✓ is the ↵ in (13.9)). The step size
for values (here ↵w) is relatively easy; in the linear case we have rules of thumb for setting it, such as
↵w = 0.1/E

⇥
krwv̂(St,w)k2

µ

⇤
. It is much less clear how to set the step size ↵✓ for the policy parameters.

It depends on the range of variation of the rewards and on the policy parameterization.
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REINFORCE with Baseline (episodic)

Input: a di↵erentiable policy parameterization ⇡(a|s, ✓)
Input: a di↵erentiable state-value parameterization v̂(s,w)
Parameters: step sizes ↵✓ > 0, ↵w > 0

Initialize policy parameter ✓ 2 Rd
0
and state-value weights w 2 Rd

Repeat forever:
Generate an episode S0, A0, R1, . . . , ST�1, AT�1, RT , following ⇡(·|·, ✓)
For each step of the episode t = 0, . . . , T � 1:

Gt  return from step t
�  Gt � v̂(St,w)
w w + ↵w�t �rwv̂(St,w)
✓  ✓ + ↵✓ �t �r✓ ln ⇡(At|St, ✓)

Figure 13.2 compares the behavior of REINFORCE with and without a baseline on the short-corridor
gridword (Example 13.1). Here the approximate state-value function used in the baseline is v̂(s,w) = w.
That is, w is a single component, w. The step size used for the baseline was � = 0.1.

↵ = 2�13

Episode
10008006004002001
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Total reward
per episode

G0

v⇤(s0)

REINFORCE

REINFORCE with baseline
↵ = 2�9

↵ = 2�9, � = 2�6

Figure 13.2: Adding a baseline to REINFORCE can make it learn much faster, as illustrated here on the
short-corridor gridworld (Example 13.1). The step size used here for plain REINFORCE is that at which it
performs best (to the nearest power of two; see Figure 13.1). Each line is an average over 100 independent runs.

13.5 Actor–Critic Methods

Although the REINFORCE-with-baseline method learns both a policy and a state-value function, we
do not consider it to be an actor–critic method because its state-value function is used only as a
baseline, not as a critic. That is, it is not used for bootstrapping (updating the value estimate for
a state from the estimated values of subsequent states), but only as a baseline for the state whose
estimate is being updated. This is a useful distinction, for only through bootstrapping do we introduce

13.1. POLICY APPROXIMATION AND ITS ADVANTAGES 267

Example 13.1 Short corridor with switched actions

Consider the small corridor gridworld shown inset in the graph below. The reward is �1 per
step, as usual. In each of the three nonterminal states there are only two actions, right and left.
These actions have their usual consequences in the first and third states (left causes no movement
in the first state), but in the second state they are reversed, so that right moves to the left and
left moves to the right. The problem is di�cult because all the states appear identical under the
function approximation. In particular, we define x(s, right) = [1, 0]> and x(s, left) = [0, 1]>, for
all s. An action-value method with "-greedy action selection is forced to choose between just
two policies: choosing right with high probability 1 � "/2 on all steps or choosing left with the
same high probability on all time steps. If " = 0.1, then these two policies achieve a value (at
the start state) of less than �44 and �82, respectively, as shown in the graph. A method can
do significantly better if it can learn a specific probability with which to select right. The best
probability is about 0.59, which achieves a value of about �11.6.

probability of right action
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REINFORCE with Baseline (episodic)

Input: a di↵erentiable policy parameterization ⇡(a|s, ✓)
Input: a di↵erentiable state-value parameterization v̂(s,w)
Parameters: step sizes ↵ > 0, � > 0

Initialize policy parameter ✓ 2 Rd
0
and state-value weights w 2 Rd

Repeat forever:
Generate an episode S0, A0, R1, . . . , ST�1, AT�1, RT , following ⇡(·|·, ✓)
For each step of the episode t = 0, . . . , T � 1:

Gt  return from step t
�  Gt � v̂(St,w)
w w + ��t�rwv̂(St,w)
✓  ✓ + ↵�t�r✓ ln ⇡(At|St, ✓)

Figure 13.2 compares the behavior of REINFORCE with and without a baseline
on the short-corridor gridword (Example 13.1). Here the approximate state-value
function used in the baseline is v̂(s,w) = w. That is, w is a single component, w.
The step size used for the baseline was � = 0.1.
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per episode

G0

v⇤(s0)

REINFORCE
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↵ = 2�9

↵ = 2�9, � = 2�6

Figure 13.2: Adding a baseline to REINFORCE can make it learn much faster, as illustrated
here on the short-corridor gridworld (Example 13.1). The step size used here for plain
REINFORCE is that at which it performs best (to the nearest power of two; see Figure 13.1).
Each line is an average over 100 independent runs.

r✓⇡(a|s,✓)
⇡(a|s,✓) = r✓ log ⇡(a|s,✓)
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REINFORCE, A Monte-Carlo Policy-Gradient Method (episodic)

Input: a di↵erentiable policy parameterization ⇡(a|s, ✓)
Initialize policy parameter ✓ 2 Rd

0

Repeat forever:
Generate an episode S0, A0, R1, . . . , ST�1, AT�1, RT , following ⇡(·|·, ✓)
For each step of the episode t = 0, . . . , T � 1:

G return from step t
✓  ✓ + ↵�tGr✓ ln ⇡(At|St, ✓)

Figure 13.1 shows the performance of REINFORCE, averaged over 100 runs, on the gridworld from
Example 13.1.

The vector r✓⇡(At|St,✓t)
⇡(At|St,✓t)

in the REINFORCE update is the only place the policy parameterization
appears in the algorithm. This vector has been given several names and notations in the literature;
we will refer to it simply as the eligibility vector. The eligibility vector is often written in the compact
form r✓ ln ⇡(At|St, ✓t), using the identity r ln x = rx

x
. This form is used in all the boxed pseudocode

in this chapter. In earlier examples in this chapter we considered exponential softmax policies (13.2)
with linear action preferences (13.3). For this parameterization, the eligibility vector is

r✓ ln ⇡(a|s, ✓) = x(s, a)�
X

b

⇡(b|s, ✓)x(s, b). (13.7)

As a stochastic gradient method, REINFORCE has good theoretical convergence properties. By
construction, the expected update over an episode is in the same direction as the performance gradient.2

This assures an improvement in expected performance for su�ciently small ↵, and convergence to a

2
Technically, this is only true if each episode’s updates are done o↵-line, meaning they are accumulated on the side

during the episode and only used to change ✓ by their sum at the episode’s end. However, this would probably be a

worse algorithm in practice, and its desirable theoretical properties would probably be shared by the algorithm as given

(although this has not been proved).
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Figure 13.1: REINFORCE on the short-corridor gridworld (Example 13.1). With a good step size, the total
reward per episode approaches the optimal value of the start state.
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bias and an asymptotic dependence on the quality of the function approximation. As we have seen,
the bias introduced through bootstrapping and reliance on the state representation is often beneficial
because it reduces variance and accelerates learning. REINFORCE with baseline is unbiased and
will converge asymptotically to a local minimum, but like all Monte Carlo methods it tends to learn
slowly (produce estimates of high variance) and to be inconvenient to implement online or for continuing
problems. As we have seen earlier in this book, with temporal-di↵erence methods we can eliminate these
inconveniences, and through multi-step methods we can flexibly choose the degree of bootstrapping. In
order to gain these advantages in the case of policy gradient methods we use actor–critic methods with
a bootstrapping critic.

First consider one-step actor–critic methods, the analog of the TD methods introduced in Chapter 6
such as TD(0), Sarsa(0), and Q-learning. The main appeal of one-step methods is that they are fully
online and incremental, yet avoid the complexities of eligibility traces. They are a special case of the
eligibility trace methods, and not as general, but easier to understand. One-step actor–critic methods
replace the full return of REINFORCE (13.9) with the one-step return (and use a learned state-value
function as the baseline) as follows:

✓t+1
.
= ✓t + ↵

⇣
Gt:t+1 � v̂(St,w)

⌘r✓⇡(At|St, ✓t)

⇡(At|St, ✓t)
(13.10)

= ✓t + ↵
⇣
Rt+1 + �v̂(St+1,w)� v̂(St,w)

⌘r✓⇡(At|St, ✓t)

⇡(At|St, ✓t)
(13.11)

= ✓t + ↵�t

r✓⇡(At|St, ✓t)

⇡(At|St, ✓t)
. (13.12)

The natural state-value-function learning method to pair with this is semi-gradient TD(0). Pseudocode
for the complete algorithm is given in the box below. Note that it is now a fully online, incremental
algorithm, with states, actions, and rewards processed as they occur and then never revisited.

One-step Actor–Critic (episodic)

Input: a di↵erentiable policy parameterization ⇡(a|s, ✓)
Input: a di↵erentiable state-value parameterization v̂(s,w)
Parameters: step sizes ↵✓ > 0, ↵w > 0

Initialize policy parameter ✓ 2 Rd
0
and state-value weights w 2 Rd

Repeat forever:
Initialize S (first state of episode)
I  1
While S is not terminal:

A ⇠ ⇡(·|S, ✓)
Take action A, observe S0, R
�  R + � v̂(S0,w)� v̂(S,w) (if S0 is terminal, then v̂(S0,w)

.
= 0)

w w + ↵w I �rwv̂(S,w)
✓  ✓ + ↵✓ I �r✓ ln ⇡(A|S, ✓)
I  �I
S  S0

The generalizations to the forward view of multi-step methods and then to a �-return algorithm are
straightforward. The one-step return in (13.10) is merely replaced by G�

t:t+k
and G�

t
respectively. The

backward views are also straightforward, using separate eligibility traces for the actor and critic, each
after the patterns in Chapter 12. Pseudocode for the complete algorithm is given in the box below.
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local optimum under standard stochastic approximation conditions for decreasing ↵. However, as a
Monte Carlo method REINFORCE may be of high variance and thus produce slow learning.

Exercise 13.2 Prove (13.7) using the definitions and elementary calculus. ⇤

13.4 REINFORCE with Baseline

The policy gradient theorem (13.5) can be generalized to include a comparison of the action value to
an arbitrary baseline b(s):

rJ(✓) /
X

s

µ(s)
X

a

⇣
q⇡(s, a) � b(s)

⌘
r✓⇡(a|s, ✓). (13.8)

The baseline can be any function, even a random variable, as long as it does not vary with a; the
equation remains valid because the subtracted quantity is zero:

X

a

b(s)r✓⇡(a|s, ✓) = b(s)r✓

X

a

⇡(a|s, ✓) = b(s)r✓1 = 0.

The policy gradient theorem with baseline (13.8) can be used to derive an update rule using similar
steps as in the previous section. The update rule that we end up with is a new version of REINFORCE
that includes a general baseline:

✓t+1
.
= ✓t + ↵

⇣
Gt � b(St)

⌘r✓⇡(At|St, ✓t)

⇡(At|St, ✓t)
. (13.9)

Because the baseline could be uniformly zero, this update is a strict generalization of REINFORCE. In
general, the baseline leaves the expected value of the update unchanged, but it can have a large e↵ect
on its variance. For example, we saw in Section 2.8 that an analogous baseline can significantly reduce
the variance (and thus speed the learning) of gradient bandit algorithms. In the bandit algorithms the
baseline was just a number (the average of the rewards seen so far), but for MDPs the baseline should
vary with state. In some states all actions have high values and we need a high baseline to di↵erentiate
the higher valued actions from the less highly valued ones; in other states all actions will have low values
and a low baseline is appropriate.

One natural choice for the baseline is an estimate of the state value, v̂(St,w), where w 2 Rm is a
weight vector learned by one of the methods presented in previous chapters. Because REINFORCE is
a Monte Carlo method for learning the policy parameter, ✓, it seems natural to also use a Monte Carlo
method to learn the state-value weights, w. A complete pseudocode algorithm for REINFORCE with
baseline is given in the box on the next page using such a learned state-value function as the baseline.

This algorithm has two step sizes, denoted ↵✓ and ↵w (where ↵✓ is the ↵ in (13.9)). The step size
for values (here ↵w) is relatively easy; in the linear case we have rules of thumb for setting it, such as
↵w = 0.1/E

⇥
krwv̂(St,w)k2

µ

⇤
. It is much less clear how to set the step size ↵✓ for the policy parameters.

It depends on the range of variation of the rewards and on the policy parameterization.
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Actor–Critic with Eligibility Traces (continuing)

Input: a di↵erentiable policy parameterization ⇡(a|s, ✓)
Input: a di↵erentiable state-value parameterization v̂(s,w)
Parameters: step sizes ↵ > 0, � > 0, ⌘ > 0

z✓  0 (d0-component eligibility trace vector)
zw  0 (d-component eligibility trace vector)
Initialize R̄ 2 R (e.g., to 0)
Initialize policy parameter ✓ 2 Rd

0
and state-value weights w 2 Rd (e.g., to 0)

Initialize S 2 S (e.g., to s0)
Repeat forever:

A ⇠ ⇡(·|S, ✓)
Take action A, observe S0, R
�  R� R̄ + v̂(S0,w)� v̂(S,w) (if S0 is terminal, then v̂(S0,w)

.
= 0)

R̄ R̄ + ⌘�
zw  �wzw +rwv̂(S,w)
z✓  �✓z✓ +r✓ ln ⇡(A|S, ✓)
w w + ��zw

✓  ✓ + ↵�z✓

S  S0

13.7 Policy Parameterization for Continuous Actions

Policy-based methods o↵er practical ways of dealing with large actions spaces, even
continuous spaces with an infinite number of actions. Instead of computing learned
probabilities for each of the many actions, we instead learn statistics of the probability
distribution. For example, the action set might be the real numbers, with actions
chosen from a normal (Gaussian) distribution.

The probability density function for the normal distribution is conventionally writ-
ten

p(x)
.
=

1

�
p

2⇡
exp

✓
�(x� µ)2

2�2

◆
, (13.16)

where µ and � here are the mean and standard deviation of the normal distribution,
and of course ⇡ here is just the number ⇡ ⇡ 3.14159. The probability density func-
tions for several di↵erent means and standard deviations are shown in Figure 13.3.
The value p(x) is the density of the probability at x, not the probability. It can be
greater than 1; it is the total area under p(x) that must sum to 1. In general, one
can take the integral under p(x) for any range of x values to get the probability of x
falling within that range.

To produce a policy parameterization, the policy can be defined as the normal
probability density over a real-valued scalar action, with mean and standard devia-
tion given by parametric function approximators that depend on the state. That is,



eg, linear-gaussian policies 
(continuous actions)

action

action
prob.

density

𝜇 and 𝜎 linear 
in the state



eg, linear-gaussian policies 
(continuous actions)

• The mean and std. dev. for the action taken in 
state s are linear and linear-exponential in 

• The probability density function for the action 
taken in state s is gaussian

Final, complete policy-gradient algorithm:

Initialize parameters of policy ✓ 2 Rn
, and state-value function w 2 Rm

Initialize eligibility traces e✓ 2 Rn
and ew 2 Rm

to 0

Initialize R̄ = 0

On each step, in state S:

Choose A according to ⇡(·|S,✓)
Take action A, observe S 0, R

�  R� R̄ + v̂(S 0,w)� v̂(S,w)

R̄ R̄ + ↵✓�

ew  �ew +rwv̂(S,w)

w w + ↵w �ew

e✓  �e✓ + r⇡(A|S,✓)
⇡(A|S,✓)

✓  ✓ + ↵✓ �e✓

⇡(a|s,✓) .
=

exp(✓>�(s, a))P
b exp(✓

>�(s, b))

µ(s)
.
= ✓>

µ�(s)

�(s)
.
= exp(✓>

� �(s)

⇡(a|s,✓) .
=

1

�(s)
p
2⇡

exp

✓
�(a� µ(s))2

2�(s)2

◆

✓
.
= (✓>

µ ;✓
>
� )

>

r✓µ⇡(a|s,✓)
⇡(a|s,✓) =

1

�(s)2
(a� µ(s))�µ(s)

r✓�⇡(a|s,✓)
⇡(a|s,✓) =

✓
(a� µ(s))2

�(s)2
� 1

◆
��(s)
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Actor–Critic with Eligibility Traces (continuing)

Input: a di↵erentiable policy parameterization ⇡(a|s, ✓)
Input: a di↵erentiable state-value parameterization v̂(s,w)
Parameters: trace-decay rates �✓ 2 [0, 1], �w 2 [0, 1]; step sizes ↵✓ > 0, ↵w > 0, ⌘ > 0

z✓  0 (d0-component eligibility trace vector)
zw  0 (d-component eligibility trace vector)
Initialize R̄ 2 R (e.g., to 0)
Initialize policy parameter ✓ 2 Rd

0
and state-value weights w 2 Rd (e.g., to 0)

Initialize S 2 S (e.g., to s0)
Repeat forever:

A ⇠ ⇡(·|S, ✓)
Take action A, observe S0, R
�  R� R̄ + v̂(S0,w)� v̂(S,w) (if S0 is terminal, then v̂(S0,w)

.
= 0)

R̄ R̄ + ⌘�
zw  �wzw +rwv̂(S,w)
z✓  �✓z✓ +r✓ ln ⇡(A|S, ✓)
w w + ↵w �zw

✓  ✓ + ↵✓ �z✓

S  S0

13.7 Policy Parameterization for Continuous Actions

Policy-based methods o↵er practical ways of dealing with large actions spaces, even continuous spaces
with an infinite number of actions. Instead of computing learned probabilities for each of the many
actions, we instead learn statistics of the probability distribution. For example, the action set might be
the real numbers, with actions chosen from a normal (Gaussian) distribution.

The probability density function for the normal distribution is conventionally written

p(x)
.
=

1

�
p

2⇡
exp

✓
� (x� µ)2

2�2

◆
, (13.16)

where µ and � here are the mean and standard deviation of the normal distribution, and of course ⇡
here is just the number ⇡ ⇡ 3.14159. The probability density functions for several di↵erent means and
standard deviations are shown in Figure 13.3. The value p(x) is the density of the probability at x, not
the probability. It can be greater than 1; it is the total area under p(x) that must sum to 1. In general,
one can take the integral under p(x) for any range of x values to get the probability of x falling within
that range.

To produce a policy parameterization, the policy can be defined as the normal probability den-
sity over a real-valued scalar action, with mean and standard deviation given by parametric function
approximators that depend on the state. That is,

⇡(a|s, ✓)
.
=

1

�(s, ✓)
p

2⇡
exp

✓
� (a� µ(s, ✓))2

2�(s, ✓)2

◆
, (13.17)

where µ : S ⇥ Rd
0 ! R and � : S ⇥ Rd

0 ! R+ are two parameterized function approximators. To
complete the example we need only give a form for these approximators. For this we divide the policy’s
parameter vector into two parts, ✓ = [✓µ, ✓�]>, one part to be used for the approximation of the mean
and one part for the approximation of the standard deviation. The mean can be approximated as a
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p
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Figure 13.3: The probability density function of the normal distribution for di↵erent means and variances.

linear function. The standard deviation must always be positive and is better approximated as the
exponential of a linear function. Thus

µ(s, ✓)
.
= ✓µ

>xµ(s) and �(s, ✓)
.
= exp

⇣
✓�

>x�(s)
⌘

, (13.18)

where xµ(s) and x�(s) are state feature vectors perhaps constructed by one of the methods described
in Chapter 9. With these definitions, all the algorithms described in the rest of this chapter can be
applied to learn to select real-valued actions.

Exercise 13.3 A Bernoulli-logistic unit is a stochastic neuron-like unit used in some artificial neural
networks (Section 9.6). Its input at time t is a feature vector x(St); its output, At, is a random variable
having two values, 0 and 1, with Pr{At = 1} = Pt and Pr{At = 0} = 1�Pt (the Bernoulli distribution).
Let h(s, 0, ✓) and h(s, 1, ✓) be the preferences in state s for the unit’s two actions given policy parameter
✓. Assume that the di↵erence between the preferences is given by a weighted sum of the unit’s input
vector, that is, assume that h(s, 1, ✓) � h(s, 0, ✓) = ✓>x(s), where ✓ is the unit’s weight vector.

(a) Show that if the exponential softmax distribution (13.2) is used to convert preferences to policies,
then Pt = ⇡(1|St, ✓t) = 1/(1 + exp(�✓>

t
x(St))) (the logistic function).

(b) What is the Monte-Carlo REINFORCE update of ✓t to ✓t+1 upon receipt of return Gt?

(c) Express the eligibility r✓ ln ⇡(a|s, ✓) for a Bernoulli-logistic unit, in terms of a, x(s), and ⇡(a|s, ✓)
by calculating the gradient.

Hint: separately for each action compute the derivative of the logorithm first with respect to Pt =
⇡(a|s, ✓t), combine the two results into one expression that depends on a and Pt, and then use the
chain rule, noting that the derivative of the logistic function f(x) is f(x)(1 � f(x)). ⇤
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linear function. The standard deviation must always be positive and is better approximated as the
exponential of a linear function. Thus

µ(s, ✓)
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= ✓µ

>xµ(s) and �(s, ✓)
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where xµ(s) and x�(s) are state feature vectors perhaps constructed by one of the methods described
in Chapter 9. With these definitions, all the algorithms described in the rest of this chapter can be
applied to learn to select real-valued actions.

Exercise 13.3 A Bernoulli-logistic unit is a stochastic neuron-like unit used in some artificial neural
networks (Section 9.6). Its input at time t is a feature vector x(St); its output, At, is a random variable
having two values, 0 and 1, with Pr{At = 1} = Pt and Pr{At = 0} = 1�Pt (the Bernoulli distribution).
Let h(s, 0, ✓) and h(s, 1, ✓) be the preferences in state s for the unit’s two actions given policy parameter
✓. Assume that the di↵erence between the preferences is given by a weighted sum of the unit’s input
vector, that is, assume that h(s, 1, ✓) � h(s, 0, ✓) = ✓>x(s), where ✓ is the unit’s weight vector.

(a) Show that if the exponential softmax distribution (13.2) is used to convert preferences to policies,
then Pt = ⇡(1|St, ✓t) = 1/(1 + exp(�✓>

t
x(St))) (the logistic function).

(b) What is the Monte-Carlo REINFORCE update of ✓t to ✓t+1 upon receipt of return Gt?

(c) Express the eligibility r✓ ln ⇡(a|s, ✓) for a Bernoulli-logistic unit, in terms of a, x(s), and ⇡(a|s, ✓)
by calculating the gradient.

Hint: separately for each action compute the derivative of the logorithm first with respect to Pt =
⇡(a|s, ✓t), combine the two results into one expression that depends on a and Pt, and then use the
chain rule, noting that the derivative of the logistic function f(x) is f(x)(1 � f(x)). ⇤



Gaussian eligibility functions

iii

Final, complete policy-gradient algorithm:

Initialize parameters of policy ✓ 2 Rn
, and state-value function w 2 Rm

Initialize eligibility traces z✓ 2 Rn
and zw 2 Rm

to 0

Initialize R̄ = 0

On each step, in state S:

Choose A according to ⇡(·|S,✓)
Take action A, observe S 0, R

�  R� R̄ + v̂(S 0,w)� v̂(S,w)

R̄ R̄ + ↵1�

zw  �zw +rwv̂(S,w)

w w + ↵2�zw

z✓  �z✓ + r⇡(A|S,✓)
⇡(A|S,✓)

✓  ✓ + ↵3�z✓

⇡(a|s,✓) .
=

exp(✓>�(s, a))P
b exp(✓

>�(s, b))

e(s, a)
.
=
r⇡(a|s,✓)
⇡(a|s,✓) = �(s, a)�

X

b

⇡(b|s,✓)�(s, b)

µ(s)
.
= ✓>

µ�(s)

�(s)
.
= exp(✓>

� �(s)

⇡(a|s,✓) .
=

1

�(s)
p
2⇡

exp

✓
�(a� µ(s))2

2�(s)2

◆

✓
.
= (✓>

µ ;✓
>
� )

>

r✓µ⇡(a|s,✓)
⇡(a|s,✓) =

1

�(s,✓)2
(a� µ(s,✓))xµ(s)

r✓�⇡(a|s,✓)
⇡(a|s,✓) =

✓
(a� µ(s,✓))2

�(s,✓)2
� 1

◆
x�(s)



Steps to understanding 
Policy-gradient methods

• Policy approximations

• and their eligibility functions 

• Approximate stochastic gradient ascent

• The policy-gradient theorem and its proof

• Approximating the gradient (REINFORCE)

• REINFORCE with a baseline

• Actor-critic methods

⇡(a|s,✓)



The generality of the  
policy-gradient strategy

• Can be applied whenever we can compute the 
effect of parameter changes on the action 
probabilities, 

• E.g., has been applied to spiking neuron models

• There are many possibilities other than linear-
exponential and linear-gaussian

• e.g., mixture of random, argmax, and fixed-
width gaussian; learn the mixing weights, drift/
diffusion models

⇡(a|s,✓) .
= Pr{At = a | St = s}

r(⇡)
.
= lim

n!1

1

n

nX

t=1

E⇡[Rt] =

X

s

d⇡(s)
X

a

⇡(a|s)
X

s0,r

p(s0, r|s, a)r

d⇡
.
= lim

t!1
Pr{St = s}

ṽ⇡(s)
.
=

1X

k=1

E⇡[Rt+k � r(⇡) | St=s]

q̃⇡(s, a)
.
=

1X

k=1

E⇡[Rt+k � r(⇡) | St=s, At=a]

�✓t ⇡ ↵
@r(⇡)

@✓
.
= ↵rr(⇡)

rr(⇡) =
X

s

d⇡(s)
X

a

q̃⇡(s, a)r⇡(a|s,✓) (the policy-gradient theorem)

= E
⇣

q̃⇡(St, At)� v(St)

⌘r⇡(At|St,✓)

⇡(At|St,✓)

���� St ⇠ d⇡, At ⇠ ⇡(·|St,✓)

�

= E
⇣

G̃�
t � v̂(St,w)

⌘r⇡(At|St,✓)

⇡(At|St,✓)

���� St ⇠ d⇡, At:1 ⇠ ⇡

�

⇡
⇣
G̃�

t � v̂(St,w)

⌘r⇡(At|St,✓)

⇡(At|St,✓)
(by sampling under ⇡)

✓t+1
.
= ✓t + ↵

⇣
G̃�

t � v̂(St,w)

⌘r⇡(At|St,✓)

⇡(At|St,✓)

e.g., in the one-step linear case:

= ✓t + ↵
⇣
Rt+1 � R̄t +w>

t �t+1 �w>
t �t)

⌘r⇡(At|St,✓)

⇡(At|St,✓)
.
= ✓t + ↵�te(At, St)

i



Goals for today

• Learn that policies can be optimized 
directly, without learning value functions,  
by policy-gradient methods

• Glimpse how one could learn real-valued 
(continuous) actions

• Glimpse how to handle hidden state



Goals for today

• Learn that policies can be optimized 
directly, without learning value functions,  
by policy-gradient methods

• Glimpse how one could learn real-valued 
(continuous) actions

• Glimpse how to handle hidden state



Hidden State
What it is

What to do about it



What is hidden state?

• Sometimes the environment includes state 
variables that are not visible to the agent

• the agent sees only observations, not state

• e.g., the object in the box, or in other 
rooms, velocities, even real positions as 
distinct from sensor readings

• This makes the environment Non-Markov



• All real problems involve extensive hidden 
state

• The agent’s approximation to the hidden 
state of the environment will be imperfect 
and non-Markov

• But all of our methods rely on the Markov 
(state) property to some extent

• What to do?



Don’t
Panic



The usual over-reaction

• Introducing a whole new mathematical theory 

• like POMDPs (Partially Observable MDPs) 

• or HMMs (Hidden Markov Models)

• Relying on complete models of the hidden underlying 
environment and observation generators 

• even though these things are all hidden

• Thereby making both learning and planning 
intractably complex



There may be nothing 
you can do

• If the agent’s approximate state is very poor, 
then any policy based on it will be poor



Use your tools!
1. Function approximation

• Features can be anything; they can be an 
arbitrary summary of past observations

• Nothing in our theory relies on the 
features being Markov

∴ FA will work ok with non-Markov features



Use your tools!
2. Eligibility traces

• Monte Carlo methods are much less reliant on 
having a good state approximation

• because they don’t bootstrap

• Eligibility traces allow our learning methods to 
be fully or partly Monte Carlo

• and thus resistant to hidden state

Remember: the bound of approximation accuracy depends on λ
Remember: why do we ever bootstrap?



The long-term solution
• Don’t panic

• Use your tools

• Embrace approximation

• Develop a recurrent process for updating the 
agent’s approximate state

• Accept that it will be approximate, imperfect

• And that it will have to monitored, debugged, 
improved…forever approximate



Foreground-background architecture

R A

⇡ Q

r : S �! R

⇡ : A⇥ S �! [0, 1]

� : S �! [0, 1]

states St 2 S , actions At 2 A, pseudo-termination time T 2 IN

V ⇡,r,�(s) = E
h
r(S1) + · · ·+ r(ST ) | S0=s,A0:k⇠⇡, T ⇠�

i

↵ =
↵0

var[⇢t]

var[⇢t] =
X

a2A(s)

⇡(s, a)2 � µ(s, a)2

µ(s, a)

Random variables St, At, Rt+1, St+1, At+1, . . .

Linear value-function approximation:

V̂ ⇡,r,�(St) = ✓>
t �t, weights ✓ 2 Rn, features �t 2 Rn

Importance sampling ratio:

⇢t =
⇡(At|St)

µ(At|St)

Update, on each step:

�t = r(St+1) + �(St+1)✓
>
t �t+1 � ✓>

t �t
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t �t

�
�t, w 2 Rn
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World

Planner

ModelA, R

S

Planning is in 
the background

Interaction and 
learning are in 
the foreground



Foreground-background architecture 
with partial observability

R
A

⇡ Q

r : S �! R

⇡ : A⇥ S �! [0, 1]

� : S �! [0, 1]
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Random variables St, At, Rt+1, St+1, At+1, . . .

Linear value-function approximation:

V̂ ⇡,r,�(St) = ✓>
t �t, weights ✓ 2 Rn, features �t 2 Rn

Importance sampling ratio:

⇢t =
⇡(At|St)

µ(At|St)

Update, on each step:
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Planning is in 
the background

Interaction and 
learning are in 
the foreground

State update 
is also in the 

foreground



Agent state and its update
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• Agent state is whatever the 
agent uses as state

• in policy, value fn, model...

• may differ from env state 
and information state

• State update:

• e.g., Bayes rule, k-order 
Markov (history), PSRs, 
predictions

⇡ Q

St+1 = u(St, At, Ot+1)
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Planning should be state-to-state

R
A

⇡ Q

r : S �! R

⇡ : A⇥ S �! [0, 1]

� : S �! [0, 1]

states St 2 S , actions At 2 A, pseudo-termination time T 2 IN

V ⇡,r,�(s) = E
h
r(S1) + · · ·+ r(ST ) | S0=s,A0:k⇠⇡, T ⇠�

i

↵ =
↵0

var[⇢t]

var[⇢t] =
X

a2A(s)

⇡(s, a)2 � µ(s, a)2

µ(s, a)

Random variables St, At, Rt+1, St+1, At+1, . . .

Linear value-function approximation:

V̂ ⇡,r,�(St) = ✓>
t �t, weights ✓ 2 Rn, features �t 2 Rn

Importance sampling ratio:

⇢t =
⇡(At|St)

µ(At|St)

Update, on each step:

�t = r(St+1) + �(St+1)✓
>
t �t+1 � ✓>

t �t

✓t+1 = ✓t + ↵⇢t
h
�t�t � �(w>

t �t)�t+1

i

wt+1 = wt + �
�
⇢t�t �w>

t �t

�
�t, w 2 Rn

1

World

Planner

ModelA, R

O

u SA

• State update is in the foreground!

• Planner and model see only 
states, never observations

• We lost this with POMDPs; Why?

• Classical and MDP planning 
were always state-to-state

• Planning can always be state-to-
state in information state

• Function approximation makes 
planning in the info state a natural, 
flexible, and scalable approach
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Goals for today

• Learn that policies can be optimized 
directly, without learning value functions,  
by policy-gradient methods

• Glimpse how one could learn real-valued 
(continuous) actions

• Glimpse how to handle hidden state


