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1 Preface 
This "floppy textbook" is intended as a cheap, portable introduction to Intel x86 Processor 
assembler for people who are already familiar with the concepts of assembly language 
programming. 
 
The original floppy textbook contained - “The diskette is not accompanied by a manual: the 
diskette IS the manual.  Text and source files may be displayed on the screen or printed using 
simple UNIX commands such as LP.” 
 
As you can see from the Table of Contents, the package includes not only files of textbook 
explanations, but also a library of sample programs, useful subroutines, and reference tables, that 
will all help you in writing your first assembler programs. 
 
The package describes assembly programming used in conjunction with C programming.  This is 
a very good way to incorporate assembly routines to increase the performance of programs.  
Typically, 90% of the work is done by 10% of the code.  Re-writing this 10% of code in 
assembler will often improve the constant factor of the running time of your algorithm. Another 
benefit of this type of programming is that it allows calls to C functions within the assembler 
code (e.g. scanf & printf) which make assembler programming much easier.  
 
This package describes specific features of the GNU cc (gcc : the GNU C compiler), which 
includes GNU as (gas : the GNU assembler), used to assemble programs under Linux.  
Familiarity with GNU and Linux is an asset.  
 
You will find, however, that there is no real substitute for the reference books and manuals. 
These are described, along with other useful books, in the annotated Bibliography. 

2 Overview 

2.1 Architecture 
The original IBM Personal Computer used the Intel 8088 microprocessor.  The 8088 had no 
register larger than 16 bits, yet it could address one megabyte of memory.  How it managed this 
trick is the dominant feature of its architecture. 
 
To specify (address) a byte within a megabyte (1024 Bytes x 1024 KB = 210 x 210 Bytes) requires 
a 20-bit address such as 0110 0001 0101 0011 1001. 
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The 8088 broke up memory into 'segments' called paragraphs. To address a 'paragraph' 
boundary, where a paragraph begins every 16 bytes, required only 16 bits: 
 

0000 0000 0000 0000 0000 Paragraph 0 
0000 0000 0000 0000 0001  
0000 0000 0000 0000 0010  

…  
0000 0000 0000 0001 0000 Paragraph 1 

…  
0000 0000 0000 0010 0000 Paragraph 2 

 
Since the last 4 bits are always zero, they need not be stored. 

 
Each segment's starting address was stored in a 16-bit ‘segment register’, the Code Segment 
register.  The Instruction Pointer, for example, contained, not the 20-bit address of the 
instruction, but the 16-bit 'offset' of the instruction within a particular segment.  The address of a 
specific byte in memory was therefore the sum, after an appropriate shift, of the two registers: 
 

0010 0010 0111 0001   Code Segment register 
     0101 1000 1100 0101  Instruction Pointer 
------------------------ 
0010 0111 1111 1101 0101  20-bit address 

 
This 20-bit address was never stored, never printed.  To find an instruction (or a piece of data) in 
memory, we would always use two 16-bit numbers: the segment and the offset.  In the above 
example this would be CS:IP for the Code Segment and Instruction Pointer.  Specifically for the 
example this would be 2271:58C5. 
 
The newer generation of Intel processor, the Pentium, has 32 bit registers.  The paragraph 
boundary is still stored using only 16-bits, but it is used with a 32-bit offset to the address.  
 
The 8088 had four segment registers allowing one to, accordingly, access four segments of the 
memory at the same time.  These registers, which are still present in today’s Intel architectures, 
are : 
 

+-------------------+ 
| CS| Code Segment  + 
+-------------------+ 
| DS| Data Segment  + 
+-------------------+ 
| SS| Stack Segment + 
+-------------------+ 
| ES| Extra Segment + 
+-------------------+ 
16                  0 
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- The Code Segment was intended to address program instructions only. 
 
- The Data Segment was used to address data. 
 
- The Stack Segment was used not only by PUSH and POP instructions but also by the 

subroutine CALL and RETurn instructions. 
 
- The Extra Segment was offered mostly for large applications : for example, a word 

processing program might use it (with a 16 bit offset) for a 64KB buffer for text while 
using the Data Segment for all other variables.  Note that it is not possible to completely 
ignore the Extra Segment since some instructions use it implicitly. 

 
The 8088 contained five registers that were principally used to store offsets into these four 
segments.  In the Pentium and other x86 recent architectures, these same registers still exist, but 
have been Extended to 32 bits.  To indicate this change the letter E has been prepended to their 
abbreviations, thus IP is EIP on the Pentium. 

 
 

+-----------------+ 
|   EIP           | 
+-----------------+ 
32                0 

 
Extended Instruction Pointer 

 
- The Instruction Pointer contains the offsets into the Code Segment.  It cannot be used for 

any other purpose. 
 
The other four can be used for arithmetic and general purposes in addition to their special 
functions: 
 

+-----------------------+ 
|ESP  Stack Pointer     + 
+-----------------------+ 
|EBP  Base Pointer      + 
+-----------------------+ 
|ESI  Source Index      + 
+-----------------------+ 
|EDI  Destination Index + 
+-----------------------+ 
32                      0 

 
- The Stack Pointer normally addresses the Stack Segment.  It is rarely used for anything 

else. 
 
- By default, for reasons that are much less obvious, the Base Pointer also addresses the 

Stack Segment. As we shall see, it is possible to override such defaults. 
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- The Source and Destination Index registers normally access data in the Data Segment.  
However, when used in special string instructions, the Destination Index points to the 
Extra Segment.  This cannot be overridden.  Later you will see how to overcome this 
nuisance by fiddling the segment registers. 

 
Four other 32-bit registers are each addressable as 32-bit registers, 16-bit registers (the lower 16 
bits), or two 8-bit registers. (32 bits make up a longword; 16 bits make up a word; 8 bits make up 
a byte.) 
 

                    7      0 7      0 
 +-----------------+--------+--------+ 
 +             EAX | AX  AH |     AL | 
 +-----------------+--------+--------+ 
 +             EBX | BX  BH |     BL | 
 +-----------------+--------+--------+ 
 +             ECX | CX  CH |     CL | 
 +-----------------+--------+--------+ 
 +             EDX | DX  DH |     DL | 
 +-----------------+--------+--------+ 
32                  15              0  
 

 
 
Accumulator 
 
Base register 
 
Counter 
 
Data register 
 
Bit numbering 

 
- The Accumulator must be used for a few arithmetic instructions, such as MUL and DIV; 

it is also used for I/O and many instructions perform more efficiently if they use EAX, 
AX or AL rather than any other register. 

 
- The Base register is the only one of these four that can be used to index into memory; 

EBX normally points to the Data Segment. 
 
- The Counter is normally used to control the execution of loops.  As we will see later, 

ECX is automatically decremented by special loop and string instructions. ECX is also 
used to shift and rotate by more than one bit at a time. 

 
- The Data register is used by a few instructions to extend the Accumulator to 64 bits. 
 
There is one last register: 
 

 +-----------------+ 
 |            FLAGS| 
 +-----------------+ 
15                0 

 
Status Flags 

 
The Flags register stores nine status bits that are used most heavily during jumps-on-condition.  
We'll discuss these flags in the Language section. 
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Finally, note this endless source of intractable bugs and subtle misunderstandings: a word stored 
in memory is stored with its high-order byte coming AFTER its low-order one.  This is of 
particular concern when moving a word (2 bytes) or a long word (4 bytes) between memory and 
a register. 
 
Here is a way to remember this: the high order byte is always stored in the higher address.  This 
is called Little-Endian byte ordering in memory. 

2.2 Argument Passing & C Functions 
The GNU compiler allows you to create C functions in assembler.  In order to do this properly, 
two things must be done.  The function name must appear as a global variable in the program 
(otherwise the type checking may not be done properly by gcc) and the arguments of the function 
must be passed through the stack pointer.   
 
Creating functions in assembler has many advantages, the main one being that, since the entire 
program is not being rewritten in assembler, basic tasks, such as I/O, can still be handled in C in 
the main program.  However, it is also possible to call C functions from within sections of 
assembler code: after loading registers with the appropriate arguments, you call the function as a 
global variable.  Once the function is done, control returns to the next line in the assembly 
program. 
 
An example of argument passing and function calling are given in EXAMPL1. 
 

2.3 Assembler and Linker 
 
The normal steps to write and run an assembly language program in a Linux environment are: 
 
Use an editor (e.g. vi or emacs) to create filename.s for the sections in assembler language 
and/or filename.c for the main program in C.  Emacs and Xemacs have very good tabbing 
environments for .s and .c files. 
 
Use "gcc filename.s filename.c" to get an executable, usually called a.out. 
 
Use "gcc -o myprog filename.s filename.c" to get an executable called myprog. 
 
Using "gcc -S filename.c" gives filename.s, the assembly version of the C program. 
This can be useful to see specific examples of assembler code such as how arguments are passed 
to functions, etc. 

3 Structure of an Assembler Program 
When writing a program using only assembler language, the segments (i.e. data segment, code 
segment, etc...) addressed by the segment registers have to be set up.  When writing a program in 
C, the compiler does this for us. Since this text deals only with this latter type of programming, 
we will not cover it here. 
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With this understood, let's proceed immediately to an example.  EXAMPL1 is a simple output 
program. Looking first at the C code we notice a function declaration for foo.  A few lines later, 
this function is called with one parameter being passed to it. 
 
Move now to the assembler code.  The first line is an identifier saying to which segment the 
following lines belong to, in this case the code segment.  Later on, we see an identifier for the 
data segment. What these mean is that the addresses of things found in each section are actually 
offsets.  For example, the address of NUM is a 32-bit offset. To get the real address of NUM, the 
processor adds the offset to the DS register. 
 
Segments can be switched whenever required simply by indicating the appropriate identifier.  
However, it is usually easier to read if the code for each segment is kept together. 
 
The next line indicates that foo is a global variable. Any name that appears outside the assembler 
code must be declared global. The .align commands moves to the next word, longword or 
quad word boundary in memory (.align 2 would go to the next longword boundary - multiple 
of 4).  This normally increases performance. 
 
Now we begin foo, as seen by the label of the same name. The first 2 instructions save the stack 
and base pointers. Next the parameter that was passed to the function is loaded into eax.  Notice 
the syntax of the mov instruction: 
 

movx  source, destination 
 
where x is b(byte), w(word), or l(longword). The source 8(%ebp) means "the address pointed to 
by the base pointer + 8 bytes."  This is one type of memory addressing.  It will discussed, along 
with other types, in more detail later on. 
 
If more than one parameter had been passed, they would have been located at 12(%ebp), 
16(%ebp), etc.  This is the method by which parameters are passed to functions.  Each 4 byte 
increment allows for a new 32 bit offset. 
 
Now we are almost ready to call printf.  However, we must first load the stack with the 
parameters that printf will need.  See how the parameters are pushed in the reverse of the order 
in which they will be used.  Also notice the $LCO. The $ indicates an immediate value.  In this 
case the immediate value is the offset of the string referenced by LCO. 
 
Once the stack is loaded, we call printf. It executes and returns to the next line in our function, 
which restores the stack pointer to its original position.  Finally, the values of the stack and base 
pointers and exits the function.  This is the end of the code segment.  
 
The data segment now begins and we can see two declarations.  LCO is an offset to a string used 
in printf and NUM is an offset to a long int of value 5. 
 
This was a basic assembler program.  Some things were not discussed, such as subroutines and 
other modes of memory access.  These will be discussed in the later sections of the text. 
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4 Language 

4.1 Choosing names 
Your own labels, variables, and other names can be of any length, but assembler recognizes only 
the first 31 characters.  You may use the following characters: 
 

A through Z 
a through z  
0 through 9 (but not in the first position) 
? @ _ $ 
. (Only at first position, except when used to separate structure names from field names.) 

 
Treat instructions, pseudo-ops, register names, and operators as reserved words. These are 
summarized in Section 6 (except for the registers, which were given in the Overview). 

4.2 Addressing Modes 
We will use the MOV instruction to illustrate the various addressing modes of the 8088 and its 
descendant, the Pentium.  MOV takes two operands: the first is called the ‘source’, and the 
second is called the ‘destination’; 
 

MOV source, destination Not the same as MASM!! 
  

You can move from register to register: 
 

MOVW %BX,%DX Both can be registers 
  

The source can be an ‘immediate value’, such as a constant, an EQUated value, or an address: 
 

MOVW $10,%AX Source can be a decimal constant 
MOVW  $10H,%AX an hexadecimal constant 
MOVW  addr,%BX an 'address' (i.e., offset) 
.set cr,$13 Sets the value of the symbol to the 

expression 
.EQU cr,$13 Synonym of .set 
MOVB cr, %AL an EQUated value. 
MOVW %AX, $10 **ERROR** destination can't be 

immediate 
  
You can move from register to memory, or memory to register, or immediate data to memory.  
You cannot move memory to memory with the MOV instruction. 
 

MOVW my_number,%AX Memory to register 
MOVB my_byte,%DL Register to memory 
MOVB $100,my_num Immediate to memory 
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Notice that there is only one MOV mnemonic for bytes, words and longwords.  Linux assembler 
knows the size by the fourth char in the command, as well as how the data is defined in the data 
segment. If the fourth character is left blank, the Linux assembler (gas) will try to determine the 
correct size by looking at the registers and/or data. 
 

One:  .byte  10   // declare one byte, 
Str:  .string  "ASCII text" // or a string. 
 
Min:  .word 0    // declare one word, 
Max:  .long 10   // or define a longword. 

 
Gcc/gas also knows what type of data can be stored in each of the registers and will not allow 
you to mismatch operands: 
 

MOVW %DL,%AX **ERROR** byte to word 
MOVB %CX,my_byte **ERROR** word to byte 

 
Using a variable name to reference memory is called ‘direct’ addressing.  Using an offset stored 
in a register to reference memory is called ‘indirect’ addressing: 
 

MOVL %EDX,my_var direct addressing 
MOVL my_var,% EBX store address 
MOVL %EDX,(%EBX) indirect addressing 

 
Only four registers can be used for indirect addressing: 

 
- EBX default: points to Data Segment. 
- EBP default: points to Stack Segment. 
- ESI default: points to Data Segment. 
- EDI default: points to Data Segment, EXCEPT for string operations. 
 
As we had indicated in Section 2.1, these defaults can be overridden; for example: 
 

MOVL  var_in_data_segment,%EBP 
MOVW  %DX,%DS:(%EBP) 
MOVL  %ES:var_in_extra_segment, %EBP 
MOVW  %DX,%ES:(%EBP) 
 

 
You can combine an address in memory with variable names and/or displacements, using a 
variety of acceptable syntaxes: 
 

MOVW 2(%EDI),%DX; Address = 2 + content of EDI 
MOVB my_array(%ESI),%DL Use ESI to index 1-dimensional 

byte array 
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WARNING: if you are using any kind of indexing into an array that is NOT a byte array, 
remember that the index is a byte offset, even if your array is of TYPE WORD: 
 

word_array first element of array 
word_array+0 same effect as above 
word_array+2 second element of array 
word_array+4 third element 
word_array+6 fourth element 

 
If you have come this far, you have demonstrated the patience necessary to contemplate the 
8088's flags, or status bits. As perhaps you recall, there is a single 16-bit Flags Register: 
 

   EDCBA9876543210  
+-----------------+
|     ODITSZ A P C| 
+-----------------+
15               0  

Hex bit number 
 
Flags register 
 
Bit number 

 
Bit 
Position  

Abbr Name  If 1 If 0 

0 CF Carry Flag CY NC 
1     
2 PF Parity Flag PE PO 
3     
4 AF Auxiliary 

Carry Flag 
AC NA 

5     
6 ZF Zero Flag  ZR NZ 
7 SF Sign Flag  NE PO 
8 TF Trap Flag  none none 
9 IF Interrupt 

Enable Flag 
EI DI 

10 DF Direction 
Flag 

DN UP 

11 OF Overflow 
Flag  

OV NV 

12     
13     
14     
15     
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The Flags register as a whole can be pushed onto the stack, and popped off again: 
 

PUSHF push flags onto stack 
POPF pop stack contents into flags 

 
Most of these flags are set by certain data operations, particularly arithmetic ones. Some flags 
have no-operand instructions to set them (to 1) and to clear them (to zero): 
 

STC/CLC Set/Clear Carry flag 
STD/CLD Set/Clear Direction flag 
STI/CLI Set/Clear Interrupt enable flag 

 
The exact uses of each flag, how each is set during any particular operation, and how the value is 
to be interpreted, is precisely the kind of material best left to the reference manuals of 
Bibliography and the specifications available from Intel of these architectures.  Here is a cursory 
summary: 
 
CF is set whenever an arithmetic operation produces a 'carry' out of the high order bit (in the 
destination operand).  It implies an overflow during an ADD or SUB of an UNSIGNED number. 
 
PF is set whenever arithmetic operations produce an even number of bits. 
 
AC is a 'carry' for packed decimal operations. 
 
ZF is set whenever the result of an arithmetic operation is zero.  NOTE: If the result is 0, ZF is 1. 
 
SF is changed by arithmetic operations to be equal to the value of the high order bit (the sign bit). 
 
TF is used by DEBUG to allow you to step through your program one instruction at a time. 
 
IF allows you to 'mask out' maskable interrupts. 
 
DF is used to set the direction of string operations. 
 
OF indicates an overflow error during an arithmetic operation on SIGNED numbers. 

4.3 Data Movement and Arithmetic Instructions 
In the next few sections, you will be introduced to the most common instructions of the 8088 
instruction set.  For a complete list of all instructions and pseudo-ops, see Section 6. 
 
You have already seen a lot of the MOV instruction.  Although this one instruction may seem to 
cover all sources and destinations, not all combinations of operands are possible. 
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Remembering the exceptions for each instruction is one of the difficulties of learning Intel 
assembler: 
 

MOVB var_one,var_two **ERROR**;memory to memory 
MOVW %DS,dataseg **ERROR**;immediate value to 

segment register 
MOVW %AX,%CS **ERROR**;any MOV to CS 

 
The PUSH instruction moves a longword or word (not byte) to the stack, a location in memory 
determined by the Stack Segment register and the Stack Pointer.  SP always points to the last 
word PUSHed -- but that need not concern you since the POP instruction always retrieves the 
last item PUSHed on to the stack, using SP as its guide. 
 

PUSHW %AX push general registers 
PUSHW %DS segment registers 
PUSHL my_variable contents of memory 

 
POPL my_variable always pop 
POPW  %DS in reverse order 
POPW  %AX to that of your pushes 

 
Addition and subtraction, increments and decrements, all work on registers and memory, bytes 
and words: 
 

ADDW  %AX,%BX 
SUBL  %ESI,%EDI 
ADDB  my_byte,%BL 

 
INCL  %EBX 
DECL  %ECX 
DECL  %ECL 
INCL  my_counter 

 
The ADC (Add with Carry) and SBB (SuBtract with Borrow) instructions include the carry bit in 
the sum. Use these instructions for multi-word arithmetic: 
 

ADDW  %CX,%AX AX = AX + CX 
ADCW  %BX,%DX DX = DX + BX + Carry flag from 

previous ADD 
 i.e., DXAX = DXAX + BXCX 
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You need to be conscious of the differences between signed and unsigned binary numbers: 
 

signed byte: +127 to -128 
unsigned byte: 0 to 255 
signed word: +32767 to -32768 
unsigned word:  0 to 65535 
signed longword:  +2147483648 to -2147483648 
unsigned longword:  0 to  4294967295 

 
Signed numbers are used for ordinary integer arithmetic while unsigned numbers are used for 
address calculations, or simply as positive numbers. 
 
For multiplication and division, separate instructions are used for integer (signed) and unsigned 
numbers.  These instructions all use AX implicitly for byte multiplication as well as AX and DX 
implicitly for word multiplication: 
 

Unsigned 
MULB  %CL AX = AL * CL 
MULW  %CX DXAX = AX * CX 
MULL  %ECX EDXEAX = EAX * ECX 
MULW  my_byte AX = AX * my_byte 

 
Signed 

IMULW  %DI DXAX = AX * DI 
IMULL  %EDI EDXEAX = EAX * EDI 
IMULW  my_word DXAX = AX * my_word 

 
Unsigned 

DIVB  %CL AL = AL / CL 
AH contains the remainder 

 
Signed 

IDIVW  my_word AX = DXAX / myword 
DX contains the remainder 

 
gcc/gas also provides instructions and pseudo-ops to support packed decimal and unpacked 
decimal.  These are listed in the Section 6 – you may also want to look at Section 7.9. 

4.4 Logical Instructions 
Instructions are available to perform logical operations on all the bits in a word or a byte: 
 

AND Logical AND 
OR Logical inclusive OR 
XOR Logical eXclusive OR 
NOT Logical negation: form 1's complement 
TEST Logical AND without affecting destination 
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Do not confuse NOT with NEG, nor TEST with CMP: 
 

NEG Arithmetic negation: forms 2's complement 
CMP Performs a subtract without affecting destination 

 
Here are some examples: 
 

AND  0FFFEH,%AX Mask out just the low bit of AX 
OR %AL,%AL Leaves AL unaffected, but alters flags 
XOR  %CX,my_word Bits left on in CX indicate bits that differ 
NOT  %DX NOT uses only one operand 
CMPW nchars,%CX Set flags for conditional jump 

4.5 Jump Instructions 
While the JMP instruction can be used to branch to another segment, it is normally used to 
branch to a label somewhere in your program: 
 

above:  MOVB.... 
  . 
  . 
  JMP  above 

 
If the label happens to be within -128 bytes or +127 bytes of the JMP instruction, ASM can use 
the 'short-label' form of the JMP instruction which requires only one byte for the target, instead 
of two. ASM does this automatically if the label is above the JMP instruction; if the label is 
below the JMP, you can tell gcc/gas that the label is a short-label with the SHORT operator: 
 

JMP SHORT below 
. 
. 

below: ADD ... 
 
The jump-on-condition instructions can ONLY branch to short-labels. The Intel architectures 
support a rich set of conditional branches, which are fully listed in Section 6.  Some of these 
many instructions are actually synonyms: 
 

JZ Jump if Zero 
JE  if Equal 

 
But others, which look like synonyms, are not: 
 

JA Jump if Above 
JG Jump if Greater 

The choice has to do with signed and unsigned numbers, once again.  This table, adapted from 
Scanlon (see Bibliography), shows which to use after a CMP (CoMPare instruction) such as: 
 

Floppy Textbook for Linux - 15 - 09/11/02 



CMPW  nchars,%CX CX is destination - nchars is source 
 

To jump if … Unsigned  Signed 
Destination greater than source JA JG 
Destination equal to source JE JE 
Destination not equal to source JNE  JNE 
Destination less than source JB JL 
Destination less than or equal to source JBE  JLE 
Destination greater than or equal to source JAE  JGE 

 
 
There is not much to add to the CALL instruction that you saw in Section 3.  Normally, you call 
subroutines that are part of your program, and therefore in your one code segment: 
 

 CALL subr Call subroutine from main program 
 .  
 .  
 RET End of main program 
Subr PROC  Beginning of subroutine 
 .  
 .  
 RET Return to main, end of subroutine 

 

5 Sample Programs 
EXAMPL2 illustrates the use of subroutine. Some C code is followed by the assembly code for a 
function called compare.  We find in the assembler code a line 'call subr'. This line calls 
a subroutine.  Control of the program goes to the line labeled 'subr'. Now these lines of code 
are executed (which prints a string indicating the function is about to execute).  Once this is 
done, the return statement returns control back to the line where the subroutine was called. 
 
Notice that calling subroutines is the same as calling a C function. 
 
EXAMPL3, EXAMPL4 and EXAMPL5 all show some C code and the equivalent assembler 
code. These were generated using "gcc -S file.c".  Study the examples to learn some basic 
ideas such as if statements and loops. 
 
An 'if' statement is generated in EXAMPL3.  The code is contained in 2 lines.  There is a 
compare of 0 and a value in the base pointer.  The next instruction jumps over the call to 
printf if the value in ebp is not equal to 0. 
 
EXAMPL4 demonstrates a loop.  Once again we see a compare statement, in this case checking 
the exit condition of the loop.  If the condition is not satisfied, the program jumps into the code 
executed by the loop, then jumps back to the compare.  Otherwise, the loop is exited. 
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Notice that both if and loops are made up of a series of comparisons and jumps (or gotos). 
 
The final example, EXAMPL5, shows a complete program, which calculates the factorial of an 
integer. 

5.1 Example 1 - C & Assembler linking 
;.......................................................... 
; 
; Example 1 EXAMPL1.TXT 
; --------- ----------- 
; 
; Program prints two variables. One is passed to a function,  
; the other is created in the function. 
;  
; This program illustrates the use if assembler functions  
; in C programs, passing variables and creating variables. 
; 
; 
;.......................................................... 
 
/* C Code */ 
 
void foo(int i); /*Function Declaration */ 
 
main() 
{ 
 int i; 
 
 i = 2; 
 
 foo(i);/*Call foo passing the variable i*/ 
} 
 
 
// Assembler Code 
 
.text // the text segment 
.global foo // the global variable name foo 
.align 4 
foo: 

pushl  %ebp   //save the position 
movl  %esp, %ebp  //of the stack pointer 

 
movl  8(%ebp), %eax  //move i to register eax 
pushl  NUM    //push NUM on the stack 
pushl  %eax   //push eax (i.e. i) on the stack 
pushl  $LCO   //push the string on the stack 
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call  printf  //call printf 
addl  $4,%esp   //restore stack pointer 

 
movl  %ebp,%esp  //restore the stack pointer 
popl  %ebp 
ret      //return control to main() 

 
.data     //the data segment 

 
LCO:.string "i = %i, j = %i\n" //LCO is the data string  
 
NUM:.long 5     //NUM is a long int val 5 
 

5.2 Example 2 - Compare 
 
#include <stdio.h> 
 
int compare(char str1[], char str2[]); 
 
main() 
{ 
 char string1[]="abcdf"; 
 char string2[]="abcdf"; 
 int result; 
 
 result = compare(string1, string2); 
 printf("String 1 is: %s\nString 2 is: %s\nThe comparison yields 
%i.\n",  
string1, string2, result); 
 
} 
 
 
.text 
.global compare 
.align 4 
compare: 

pushl  %ebp 
movl  %esp, %ebp 

 
movl  8(%ebp), %edi //put addy of string1 in edi 
movl  12(%ebp), %esi //put addy of string2 in esi 

 
call  subr   //call subroutine 

 
loop:  pushl  %esi  //swap esi and edi 
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movl  %edi, %esi  //have to do this for the loop 
popl  %edi   //to work 

 
lodsb    //load char of string1 in al 
movb  %al, %bl   //put the char in bl 

 
pushl  %esi   //swap esi edi 
movl  %edi, %esi 
popl  %edi 
lodsb    //load char of string2 in al 

 
cmpb  $0, %bl  //check if end of string 1 
je  test1 

 
cmpb  $0, %al  //check if end of string2 
je  greater  //if yes, string 1 is greater 

 
cmpb  %bl, %al   //check the char of al and bl 
je  loop   //if they are the same, loop 
ja  less   //to next char. Otherwise,  
jb  greater  //find bigger string 

 
test1: cmpb  $0, %al  //check for end of string2 

je   equal   //if true, strings are equal 
jmp  less   //else string1 < string2 

 
equal: movl 0, %eax   //return 0 

movl  %ebp, %esp 
popl  %ebp  
ret 

  
greater:movl $1, %eax   //return 1 

movl  %ebp, %esp 
popl  %ebp  
ret 

 
less:  movl $-1, %eax  //return -1 

movl  %ebp, %esp 
popl  %ebp  
ret 

 
subr: 

pushl  $LCO  //push the string on the stack 
call  printf //call printf 
addl  $4,%esp //return stack pointer to proper position 
ret     //return from subroutine 
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.data     //the data segment 
 
LCO:.string "Comparing strings...\n" //LCO is the data string 
 

5.3 Example 3 - If testing 
#include<stdio.h> 
 
main() 
{ 
 int i; 
 
 i = 0; 
 
 if(i == 0) 
printf("i = 0\n"); 
 
} 
 
.file "exampl3.c" 
.version"01.01" 
gcc2_compiled.: 
.section .rodata 
.LC0: 
.string "i = 0\n" 
.text 
.align  16 
.globl main 
.typemain,@function 
main: 

pushl  %ebp 
movl  %esp,%ebp 
subl  $4,%esp 
movl  $0,-4(%ebp) 
cmpl  $0,-4(%ebp)  // if i = 0 
jne   .L2 
pushl  $.LC0 
call  printf 
addl  $4,%esp 

.L2: 

.L1: 
movl  %ebp,%esp 
popl  %ebp 
ret 

.Lfe1: 

.sizemain,.Lfe1-main 

.ident"GCC: (GNU) 2.7.2.1" 
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5.4 Example 4 - Loops 
/* 
 This program shows how the values of variables are affected by 
assignment statements and while loops. 
*/ 
 
#include <stdio.h> 
 
main() 
{ 
/*Declaration Statements*/ 
short ls, lt, m; 
 
printf("C41.C -> Program to demonstrate how variables are 
affected\n"); 
printf("by assignment statements in loops.\n"); 
 
/*Initializing variables*/ 
ls = 0; 
lt = 0; 
m = 1; 
 
/*Assignment Statements*/ 
 
while (m <= 10) { 
ls++; 
lt += m; 
printf("ls = %d,m = %d,lt =%d\n", ls, m, lt); 
m += 2; 
} 
 
 /*Print last results*/ 
 printf("ls = %d,m = %d,lt =%d\n", ls, m, lt); 
 
return(0); 
} 
/*End of Program C41*/ 
 
 
 
.file "exampl4.c" 
.version"01.01" 
gcc2_compiled.: 
.section .rodata 
.LC0: 
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.string "C41.C -> Program to demonstrate how variables are 
affected\n" 
.LC1: 
.string "by assignment statements in loops.\n" 
.LC2: 
.string "ls = %d,m = %d,lt =%d\n" 
.text 
.align  16 
.globl  main 
.typemain,@function 
main: 

pushl  %ebp 
movl  %esp,%ebp 
subl  $8,%esp 
pushl  $.LC0 
call  printf 
addl  $4,%esp 
pushl  $.LC1 
call  printf 
addl  $4,%esp 
movw  $0,-2(%ebp) 
movw  $0,-4(%ebp) 
movw  $1,-6(%ebp) 

.L2: 
cmpw  $10,-6(%ebp)   // check loop condition 
jle   .L4     // go to loop 
jmp  .L3     // skip loop 
.align  16 

.L4: 
incw  -2(%ebp) 
movw  -6(%ebp),%dx 
addw  %dx,-4(%ebp) 
movswl  -4(%ebp),%eax 
pushl  %eax 
movswl  -6(%ebp),%eax 
pushl  %eax 
movswl  -2(%ebp),%eax 
pushl  %eax 
pushl  $.LC2 
call  printf 
addl  $16,%esp 
addw  $2,-6(%ebp)  // increment  t m 
jmp   .L2     // jump back to compare 
.align  16 

.L3: 
movswl  -4(%ebp),%eax 
pushl  %eax 
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movswl  -6(%ebp),%eax 
pushl  %eax 
movswl  -2(%ebp),%eax 
pushl  %eax 
pushl  $.LC2 
call  printf 
addl  $16,%esp 
xorl  %eax,%eax 
jmp   .L1 
.align  16 

.L1: 
movl  %ebp,%esp 
popl  %ebp 
ret 

.Lfe1: 

.sizemain,.Lfe1-main 

.ident"GCC: (GNU) 2.7.2.1" 
 

5.5 Example 5 - Factorial 
/* 
Factorial Program. 
*/ 
 
#include <stdio.h> 
 
main() 
{ 
/*Factorial n*/ 
 
/*Declaration Statements*/ 
short i, n; 
double fact; 
short FORLIM; 
 
printf("C46.C -> Factorial Program\n"); 
 
/*Assignment Statements*/ 
printf("Enter the number you want (n!) : "); 
scanf("%hd", &n); 
getchar(); 
while (n >= 0) { 
fact = 1.0; 
FORLIM = n; 
for (i = 2; i <= FORLIM; i++) 
fact *= i; 
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/*Print result*/ 
printf("Factorial of %3d = %8.0f\n", n, fact); 
printf("\n-------------------------------------\n\n"); 
printf("Enter the factorial number you want \n "); 
printf("(enter a negative value to stop the program) : "); 
scanf("%hd", &n); 
getchar(); 
}/*End of while{} loop*/ 
 
return(0); 
} 
/*End of Program C46 */ 
.file "exampl5.c" 
.version"01.01" 
gcc2_compiled.: 
.section .rodata 
.LC0: 
.string "C46.C -> Factorial Program\n" 
.LC1: 
.string "Enter the number you want (n!) : " 
.LC2: 
.string "%hd" 
.LC3: 
.string "Factorial of %3d = %8.0f\n" 
.LC4: 
.string "\n-------------------------------------\n\n" 
.LC5: 
.string "Enter the factorial number you want \n " 
.LC6: 
.string "(enter a negative value to stop the program) : " 
.text 

.align  16 
.globl  main 
.type main,@function 
main: 

pushl  %ebp 
movl  %esp,%ebp 
subl  $16,%esp 
pushl  $.LC0 
call  printf 
addl  $4,%esp 
pushl  $.LC1 
call  printf 
addl  $4,%esp 
leal  -4(%ebp),%eax 
pushl  %eax 
pushl  $.LC2 

Floppy Textbook for Linux - 24 - 09/11/02 



call  scanf 
addl  $8,%esp 
movl  IO_stdin_+4,%eax 
cmpl  %eax,IO_stdin_+8 
ja   .L2 
pushl  $IO_stdin_ 
call  _uflow 
addl  $4,%esp 
jmp  .L3 
.align  16 

.L2: 
movl  IO_stdin_+4,%eax 
incl  IO_stdin_+4 

.L3: 
nop 

.L4: 
cmpw  $0,-4(%ebp) 
jge   .L6 
jmp   .L5 
.align  16 

.L6: 
movl  $0,-12(%ebp) 
movl  $1072693248,-8(%ebp) 
movw  -4(%ebp),%ax 
movw  %ax,-14(%ebp) 
movw  $2,-2(%ebp) 

.L7: 
movw   -2(%ebp),%ax 
cmpw  %ax,-14(%ebp) 
jge   .L10 
jmp   .L8 
.align  16 

.L10: 
movswl -2(%ebp),%eax 
pushl  %eax 
fildl  (%esp) 
addl  $4,%esp 
fldl  -12(%ebp) 
fmulp  %st,%st(1) 
fstpl  -12(%ebp) 

.L9: 
incw  -2(%ebp) 
jmp   .L7 
.align  16 

.L8: 
pushl  -8(%ebp) 
pushl  -12(%ebp) 
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movswl  -4(%ebp),%eax 
pushl  %eax 
pushl  $.LC3 
call  printf 
addl  $16,%esp 
pushl  $.LC4 
call  printf 
addl  $4,%esp 
pushl  $.LC5 
call  printf 
addl  $4,%esp 
pushl  $.LC6 
call  printf 
addl  $4,%esp 
leal  -4(%ebp),%eax 
pushl  %eax 
pushl  $.LC2 
call  scanf 
addl  $8,%esp 
movl  IO_stdin_+4,%eax 
cmpl  %eax,IO_stdin_+8 
ja   .L11 
pushl  $IO_stdin_ 
call  _uflow 
addl  $4,%esp 
jmp   .L12 
.align  16 

.L11: 
movl  IO_stdin_+4,%eax 
incl  IO_stdin_+4 

.L12: 
jmp   .L4 
.align  16 

.L5: 
xorl  %eax,%eax 
jmp   .L1 
.align  16 

.L1: 
movl  %ebp,%esp 
popl  %ebp 
ret 

.Lfe1: 
.sizemain,.Lfe1-main 
.ident"GCC: (GNU) 2.7.2.1" 
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6 80x86 Instructions 
 
AAAx     ASCII adjust for addition 
AADx     ASCII adjust for division 
AAMx     ASCII adjust for multiply 
AASx     ASCII adjust for subtraction 
ADCx   source,dest  Add with carry 
ADDx   source,dest  Add 
ANDx   source,dest  Logical AND 
 
CALL  target    Call a procedure (subroutine) 
CBW     Convert byte to word (AL to AX) 
CLC     Clear carry flag 
CLD     Clear direction flag 
CLI     Clear interrupt flag 
CMC     Complement carry flag 
CMPx   source,dest   Compare 
 
CMPS  src-str,dest-str  Compare two strings 
CMPSB    Compare two byte strings 
CMPSW    Compare two word strings 
 
DAAx     Decimal adjust for addition (AL) 
DASx     Decimal adjust for subtraction (AL) 
DECx  dest   Decrement by 1 
DIVx  source   Division, unsigned (uses AL/AX/DX) 
 
IDIVx  source    Integer division, signed (see DIV) 
IMULx source    Integer multiplication, signed (uses AL/AX/DX) 
INCx   dest    Increment by 1 
 
JA/     Jump if above/ 
JNBE  short-label  not below or equal 
 
JAE/      Jump if above/ 
JNB   short-label   not below 
 
JB/     Jump if below/ 
JNAE/     not above or equal/ 
JC  short-label  carry 
 
JCXZ  short-label  Jump if CX is zero 
 
JBE/      Jump if below or equal/ 
JNA     not above 
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JE/     Jump if equal/ 
JZ  short-label  zero 
 
JG/     Jump if greater/ 
JNLE  short-label  not less or equal 
 
JGE/      Jump if greater than or equal/ 
JNL   short-label  not less 
 
JL/     Jump if less/ 
JNGE  short-label  not greater nor equal 
 
JLE/      Jump if less or equal/ 
JNG   short-label  not greater 
 
JMP   target    Jump 
 
JNC   short-label  Jump if no carry 
 
JNE/      Jump if not equal/ 
JNZ   short-label  not zero 
 
JNO   short-label  Jump if no overflow 
 
JNP/      Jump if no parity/ 
JPO   short-label  parity odd 
 
JNS   short-label  Jump if no sign (if positive) 
 
JO  short-label  Jump if overflow 
 
JP/     Jump if parity/ 
JPE   short-label  parity even 
 
JS  short-label  Jump if sign 
 
LAHF      Load AH from flags (7-0: SZ?A?P?C) 
LDS   source,dest  Load data segment register 
LEA   source,dest  Load effective address 
LES   source,dest  Load extra segment register 
LOCK      Lock bus (while next instruction executes) 
 
LODSx source-str   Load string 
 
LOOP  short-label  Loop until CX is zero 
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LOOPZ/     Loop until CX is zero or Z-flag is 1 
LOOPE  short-label   (e.g., till 2 values are equal) 
 
LOOPNZ/    Loop until CX is zero or Z-flag is 0 
LOOPNE  short-label  (e.g., till 2 values are equal) 
 
MOVx  source,dest  Move 
 
MOVSx src-str,dest-str   Move byte or word string 
 
MULx   source    Multiply, unsigned (uses AL/AX/DX) 
 
NEGx   dest    Negate.Form 2's complement 
NOP      No operation. 
NOT   dest    Logical NOT.Form 1's complement 
 
OR  source,dest  Logical inclusive OR. 
 
POPx   dest    Pop word off stack to destination 
PUSHx     Push word onto stack 
 
RCLx   count,dest  Rotate left through carry 
RCRx   count,dest   Rotate right through carry 
 
REP     Repeat string-op (while CX not = 0) 
 
REPZ/     Repeat while (CX not = 0) AND 
REPE     (Z-flag = 1) 
 
REPNZ/     Repeat while (CX not = 0) AND 
REPNE     (Z-flag = 0) 
 
RET     Return from procedure (subroutine) 
ROLx  count,dest   Rotate left 
RORx   count,dest   Rotate right 
 
SAHF      Store AH in flags.(7-0: SZ?A?P?C) 
 
SALx/     Shift arithmetic left (by count bits) 
SHLx   count,dest  Shift logical left (by count bits) 
 
SARx  count,dest  Shift arithmetic right 
SBBx  source,dest  Subtract with borrow 
 
SCASx dest-str   Scan byte or word string 
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SHR   count,dest  Shift logical right 
 
STC     Set carry flag 
STD     Set direction flag 
STI     Set interrupt flag (enable) 
 
STOSx  dest-str   Store byte or word string 
 
SUBx     Subtract 
 
TEST      Test (logical compare) 
 
XCHGx  source,dest  Exchange 
XLAT  source-table   Translate (look up byte in table) 
XORx  source,dest  Exclusive OR 
 

7 Abbreviated GNU Assembler details 
Copyright (C) 1991, 1992, 1993 Free Software Foundation, Inc.  
 
Permission is granted to make and distribute verbatim copies of this manual provided the 
copyright notice and this permission notice are preserved on all copies.  
 
Permission is granted to copy and distribute modified versions of this manual under the 
conditions for verbatim copying, provided also that the section entitled "GNU General Public 
License" is included exactly as in the original, and provided that the entire resulting derived 
work is distributed under the terms of a permission notice identical to this one. 
 
Permission is granted to copy and distribute translations of this manual into another language, 
under the above conditions for modified versions, except that the section entitled "GNU General 
Public License" may be included in a translation approved by the Free Software Foundation 
instead of in the original English. 
 
Overview 
This manual is a user guide to the GNU assembler gas. 
Here is a brief summary of how to invoke gas.  For details, see section Command-Line 
Options.  
 
   [ -a[dhlns] ] [ -D ] [ -f ] 
   [ -I path ] [ -K ] [ -L ] 
   [ -o objfile ] [ -R ] [ -v ] [ -w ] 
   [ -- | files ... ] 
 
-a[dhlns]  
Turn on listings; `-ad', omit debugging pseudo-ops from listing, `-ah', include high-level 
source, `-al', assembly listing, `-an', no forms processing, `-as', symbols.  These options 
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may be combined; e.g., `-aln' for assembly listing without forms processing.  By itself, `-a' 
defaults to `-ahls' -- that is, all listings turned on. 
 
-D  This option is accepted only for script compatibility with calls to other 

assemblers; it has no effect on gas. 
-f "fast" Skip whitespace and comment preprocessing (assume source is compiler output)  
-I path   Add path to the search list for .include directives  
-K   This option is accepted but has no effect on the gas family.  
-L   Keep (in symbol table) local symbols, starting with `L'  
-o objfile   Name the object-file output from  
-R   Fold data section into text section  
-v   Announce as version  
-W   Suppress warning messages  
| files ... Standard input, or source files to assemble. 
 
Structure of GNU Assembler Manual 
This manual is intended to describe what you need to know to use GNU.  We cover the syntax 
expected in source files, including notation for symbols, constants, and expressions; the 
directives that gas understands; and of course how to invoke gas. 
 
We also cover special features in the configuration of gas, including assembler directives.  
 
On the other hand, this manual is not intended as an introduction to programming in assembly 
language--let alone programming in general!  In a similar vein, we make no attempt to introduce 
the machine architecture; we do not describe the instruction set, standard mnemonics, registers or 
addressing modes that are standard to a particular architecture.  

7.1 The GNU Assembler - gas 
GNU as is really a family of assemblers.  This manual describes a member of that family which 
is configured for the Intel architectures.  If you use (or have used) the GNU assembler on one 
architecture, you should find a fairly similar environment when you use it on another 
architecture.  Each version has much in common with the others, including object file formats, 
most assembler directives (often called pseudo-ops) and assembler syntax.  
 
gas is primarily intended to assemble the output of the GNU C compiler for use by the linker 
ld.  Nevertheless, we've tried to make gas assemble correctly everything that other assemblers 
for the same machine would assemble.  
 
Unlike older assemblers, gas is designed to assemble a source program in one pass of the source 
file.  This has a subtle impact on the .org directive (see section .org new-lc , fill). 
 
Object File Formats 
The GNU assembler can be configured to produce several alternative object file formats.  For the 
most part, this does not affect how you write assembly language programs; but directives for 
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debugging symbols are typically different in different file formats.  See section Symbol 
Attributes. 
 
Command Line 
After the program name gas, the command line may contain options and file names.  Options 
may appear in any order, and may be before, after, or between file names.  The order of file 
names is significant.  
 
`--' (two hyphens) by itself names the standard input file explicitly, as one of the files for to 
assemble.  
 
Except for `--' any command line argument that begins with a hyphen (`-') is an option. Each 
option changes the behavior of gas.  No option changes the way another option works.  An 
option is a `-' followed by one or more letters; the case of the letter is important.  All options are 
optional.  
 
Some options expect exactly one file name to follow them.  The file name may either 
immediately follow the option's letter (compatible with older assemblers) or it may be the next 
command argument (GNU standard).  These two command lines are equivalent:  
 
gas -o my-object-file.o mumble.s 
gas -omy-object-file.o mumble.s 

7.2 Input Files 
We use the phrase source program, abbreviated source, to describe the program input to one run 
of gas.  The program may be in one or more files; how the source is partitioned into files doesn't 
change the meaning of the source. 
 
The source program is a concatenation of the text in all the files, in the order specified. 
 
Each time you run gas, it assembles exactly one source program. The source program is made 
up of one or more files.  (The standard input is also a file.)  
 
You give a command line that has zero or more input file names. The input files are read (from 
left file name to right).  A command line argument (in any position) that has no special meaning 
is taken to be an input file name.  
 
If you give gas no file names it attempts to read one input file from the standard input, which is 
normally your terminal.  You may have to type ctl-D to tell there is no more program to 
assemble.  
 
Use `--' if you need to explicitly name the standard input file in your command line.  
 
If the source is empty, gas will produce a small, empty object file. 
 
Filenames and Line-numbers 
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There are two ways of locating a line in the input file (or files) and either may be used in 
reporting error messages.  One way refers to a line number in a physical file; the other refers to a 
line number in a "logical" file.  See section Error and Warning Messages.  
 
Physical files are those files named in the command line given to gas. 
 
Logical files are simply names declared explicitly by assembler directives; they bear no relation 
to physical files.  Logical file names help error messages reflect the original source file, when 
gas source is itself synthesized from other files.  See section .app-file string.  

7.3 Output (Object) File 
Every time you run it produces an output file, which is your assembly language program 
translated into numbers.  This file is the object file, named a.out, unless you tell to give it 
another name by using the -o option.  Conventionally, object file names end with `.o'.  The 
default name of `a.out' is used for historical reasons: older assemblers were capable of 
assembling self-contained programs directly into a runnable program.  (For some formats, this 
isn't currently possible, but it can be done for a.out format.)  
 
The object file is meant for input to the linker ld. It contains assembled program code, 
information to help ld integrate the assembled program into a runnable file, and (optionally) 
symbolic information for the debugger.  

7.4 Error and Warning Messages 
gas may write warnings and error messages to the standard error file (usually your terminal). 
This should not happen when a compiler runs automatically.  Warnings report an assumption 
made so that could keep assembling a flawed program; errors report a grave problem that stops 
the assembly.  
 
Warning messages have the format  
 
file_name:NNN:Warning Message Text 
 
(where NNN is a line number).  If a logical file name has been given (see section .app-file 
string) it is used for the filename, otherwise the name of the current input file is used.  If a 
logical line number was given (see section .line line-number) then it is used to calculate the 
number printed, otherwise the actual line in the current source file is printed.  The message text 
is intended to be self explanatory (in the grand Unix tradition).  
 
Error messages have the format  
 
file_name:NNN:FATAL:Error Message Text 
 
The file name and line number are derived as for warning messages.  The actual message text 
may be rather less explanatory because many of them aren't supposed to happen.  
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7.5 Command-Line Options 
This chapter describes command-line options available in all versions of the GNU assembler. 
If you are invoking gas via the GNU C compiler (version 2), you can use the `-Wa' option to 
pass arguments through to the assembler.  The assembler arguments must be separated from each 
other (and the `-Wa') by commas.  For example:  
 
gcc -c -g -O -Wa,-alh,-L file.c 
 
gas will cause a listing to be emitted to standard output with high-level and assembly source.  
 
Many compiler command-line options, such as `-R' and many machine-specific options, will 
be automatically be passed to the assembler by the compiler, so usually you do not need to use 
this `-Wa' mechanism.  
 
Enable Listings: -a[dhlns] 
These options enable listing output from the assembler. By itself, `-a' requests high-level, 
assembly, and symbols listing.  Other letters may be used to select specific options for the list:  
`-ah' requests a high-level language listing, `-al' requests an output-program assembly listing, 
and `-as' requests a symbol table listing.  High-level listings require that a compiler 
debugging option like `-g' be used, and that assembly listings (`-al') be requested also. 
 
The `-ad' option may be used to omit debugging pseudo-ops from the listing.  
 
Once you have specified one of these options, you can further control listing output and its 
appearance using the directives .list, .nolist, .psize, .eject, .title, and 
.sbttl. The `-an' option turns off all forms processing.  If you do not request listing output 
with one of the `-a' options, the listing-control directives have no effect.  
 
The letters after `-a' may be combined into one option, e.g., `-aln'.  
 
-D 
This option has no effect whatsoever, but it is accepted to make it more likely that scripts written 
for other assemblers will also work with gas. 
 
Work Faster: -f 
`-f' should only be used when assembling programs written by a (trusted) compiler.  `-f' 
stops the assembler from doing whitespace and comment pre-processing on the input file(s) 
before assembling them. See section Pre-Processing.  
 
    Warning: if the files actually need to be pre-processed (if they contain comments, for 
example), will not work correctly if `-f' is used.  
 
.include search path: -I path 
Use this option to add a path to the list of directories will search for files specified in .include 
directives (see section .include "file"). You may use -I as many times as necessary to include 
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a variety of paths. The current working directory is always searched first; after that, searches any 
`-I' directories in the same order as they were specified (left to right) on the command line.  
 
Difference Tables: -K 
On the gas family, this option is allowed, but has no effect. It is permitted for compatibility with 
the GNU assembler on other platforms, where it can be used to warn when the assembler alters 
the machine code generated for `.word' directives in difference tables. The gas family does 
not have the addressing limitations that sometimes lead to this alteration on other platforms.  
 
Include Local Labels: -L 
Labels beginning with `L' (upper case only) are called local labels. See section Symbol Names. 
Normally you don't see such labels when debugging, because they are intended for the use of 
programs (like compilers) that compose assembler programs, not for your notice. Normally both 
gas and ld discard such labels, so you don't normally debug with them.  
 
This option tells gas to retain those `L...' symbols in the object file. Usually if you do this you 
also tell the linker to preserve symbols whose names begin with `L'.  
 
Name the Object File: -o 
There is always one object file output when you run gas. By default it has the name `a.out'. 
`a.out'. You use this option (which takes exactly one filename) to give the object file a 
different name.  
 
Whatever the object file is called, will overwrite any existing file of the same name.  
 
Join Data and Text Sections: -R 
-R tells gas to write the object file as if all data-section data lives in the text section. This is only 
done at the very last moment: your binary data are the same, but data section parts are relocated 
differently. The data section part of your object file is zero bytes long because all its bytes are 
appended to the text section. (See section Sections and Relocation.)  
 
When you specify -R it would be possible to generate shorter address displacements (because we 
don't have to cross between text and data section). We refrain from doing this simply for 
compatibility with older versions of gas.  In future, -R may work this way.  
 
Announce Version: -v 
You can find out what version of as is running by including the option `-v' (which you can also 
spell as `-version') on the command line.  
 
Suppress Warnings: -W 
Gas should never give a warning or error message when assembling compiler output. But 
programs written by people often cause gas to give a warning that a particular assumption was 
made. All such warnings are directed to the standard error file. If you use this option, no 
warnings are issued. This option only affects the warning messages: it does not change any 
particular of how gas assembles your file. Errors, which stop the assembly, are still reported.  
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7.6 Syntax 
This chapter describes the machine-independent syntax allowed in a source file. Gas syntax is 
similar to what many other assemblers use; it is inspired by the BSD 4.2 assembler.  
 
Pre-Processing 
The gas internal pre-processor:  
• adjusts and removes extra whitespace. It leaves one space or tab before the keywords on a 

line, and turns any other whitespace on the line into a single space.  
• removes all comments, replacing them with a single space, or an appropriate number of 

newlines.  
• converts character constants into the appropriate numeric values.  
Note that it does not do macro processing, include file handling, or anything else you may get 
from your C compiler's pre-processor. You can do include file processing with the .include 
directive (see section .include "file").  Other "CPP" style pre-processing can be done with the 
GNU C compiler, by giving the input file a .S suffix; see the compiler documentation for details.  
 
Excess whitespace, comments, and character constants cannot be used in the portions of the input 
text that are not pre-processed.  
 
Whitespace 
Whitespace is one or more blanks or tabs, in any order. Whitespace is used to separate symbols, 
and to make programs neater for people to read. Unless within character constants (see section 
Character Constants), any whitespace means the same as exactly one space.  
 
Comments 
There are two ways of rendering comments to gas. In both cases the comment is equivalent to 
one space.  
 
Anything from `/*' through the next `*/' is a comment. This means you may not 
nest these comments.  
 
/* 
  The only way to include a newline ('\n') in a comment 
  is to use this sort of comment. 
*/ 
 
/* This sort of comment does not nest. */ 
 
Anything from the line comment character to the next newline is considered a comment and is 
ignored. 
 
To be compatible with past assemblers, a special interpretation is given to lines that begin with 
`#'. Following the `#' an absolute expression (see section Expressions) is expected: this will be 
the logical line number of the next line. Then a string (See section Strings.) is allowed: if present 
it is a new logical file name. The rest of the line, if any, should be whitespace.  
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If the first non-whitespace characters on the line are not numeric, the line is ignored. (Just like a 
comment.)  
 

# This is an ordinary comment. 
# 42-6 "new_file_name"     # New logical file name 

# This is logical line # 36. 
 
This feature is deprecated, and may disappear from future versions of gas. 
 
Symbols 
A symbol is one or more characters chosen from the set of all letters (both upper and lower case), 
digits and the three characters `_.$'. No symbol may begin with a digit. Case is significant. There 
is no length limit: all characters are significant. Symbols are delimited by characters not in that 
set, or by the beginning of a file (since the source program must end with a newline, the end of a 
file is not a possible symbol delimiter). See section Symbols.  
 
Statements 
A statement ends at a newline character (`\n') or at a semicolon (`;'). The newline or semicolon is 
considered part of the preceding statement. Newlines and semicolons within character constants 
are an exception: they don't end statements.  
 
It is an error to end any statement with end-of-file: the last character of any input file should be a 
newline.  
 
You may write a statement on more than one line if you put a backslash (\) immediately in front 
of any newlines within the statement. When gas reads a backslashed newline both characters 
are ignored. You can even put backslashed newlines in the middle of symbol names without 
changing the meaning of your source program.  
 
An empty statement is allowed, and may include whitespace. It is ignored.  
 
A statement begins with zero or more labels, optionally followed by a key symbol which 
determines what kind of statement it is.  The key symbol determines the syntax of the rest of the 
statement. If the symbol begins with a dot `.' then the statement is an assembler directive: 
typically valid for any computer.  If the symbol begins with a letter the statement is an assembly 
language instruction: it will assemble into a machine language instruction.  
 
A label is a symbol immediately followed by a colon (:).  Whitespace before a label or after a 
colon is permitted, but you may not have whitespace between a label's symbol and its colon. See 
section Labels.  
 
label:  .directive followed by something 
another_label:    # This is an empty statement. 

Instruction operand_1, operand_2, ... 
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Constants 
A constant is a number, written so that its value is known by inspection, without knowing any 
context. Like this:  
 
.byte  74, 0112, 092, 0x4A, 0X4a, 'J, '\J # All the same value. 
.ascii "Ring the bell\7"                  # A string constant. 
.octa  0x123456789abcdef0123456789ABCDEF0 # A bignum. 
.float 0f-314159265358979323846264338327\ 
95028841971.693993751E-40                 # - pi, a flonum. 
 
Character Constants 
There are two kinds of character constants.  A character stands for one character in one byte and 
its value may be used in numeric expressions.  String constants (properly called string literals) 
are potentially many bytes and their values may not be used in arithmetic expressions.  
 
Strings 
A string is written between double-quotes. It may contain double-quotes or null characters.  The 
way to get special characters into a string is to escape these characters: precede them with a 
backslash `\' character.  For example `\\' represents one backslash: the first \ is an escape which 
tells to interpret the second character literally as a backslash (which prevents from recognizing 
the second \ as an escape character).  The complete list of escapes follows.  
 
\b  Mnemonic for backspace; for ASCII this is octal code 010.  
\f  Mnemonic for FormFeed; for ASCII this is octal code 014.  
\n  Mnemonic for newline; for ASCII this is octal code 012.  
\r  Mnemonic for carriage-Return; for ASCII this is octal code 015.  
\t  Mnemonic for horizontal Tab; for ASCII this is octal code 011.  
\ digit digit digit  
 An octal character code. The numeric code is 3 octal digits. For compatibility with other 
Unix systems, 8 and 9 are accepted as digits: for example, \008 has the value 010, and \009 the 
value 011.  
 
\\ Represents one `\' character.  
 
\" Represents one `"' character. Needed in strings to represent this character, because an 
unescaped `"' would end the string.  
 
\ anything-else  
    Any other character when escaped by \ will give a warning, but assemble as if the `\' was not 
present.  The idea is that if you used an escape sequence you clearly didn't want the literal 
interpretation of the following character.  However has no other interpretation, so knows it is 
giving you the wrong code and warns you of the fact.  
 
Which characters are escapable, and what those escapes represent, varies widely among 
assemblers.  The current set is what we think the BSD 4.2 assembler recognizes, and is a subset 
of what most C compilers recognize.  If you are in doubt, don't use an escape sequence.  
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Characters 
A single character may be written as a single quote immediately followed by that character.  The 
same escapes apply to characters as to strings.  So if you want to write the character backslash, 
you must write '\\ where the first \ escapes the second \.  As you can see, the quote is an acute 
accent, not a grave accent.  A newline (or semicolon `;') immediately following an acute accent is 
taken as a literal character and does not count as the end of a statement.  The value of a character 
constant in a numeric expression is the machine's byte-wide code for that character. gas 
assumes your character code is ASCII: 'A means 65, 'B means 66, and so on.  
 
Number Constants 
gas distinguishes three kinds of numbers according to how they are stored in the target machine.  
Integers are numbers that would fit into an int in the C language. Bignums are integers, but they 
are stored in more than 32 bits.  Flonums are floating point numbers, described below.  
 
Integers 
A binary integer is `0b' or `0B' followed by zero or more of the binary digits `01'.  
An octal integer is `0' followed by zero or more of the octal digits (`01234567').  
A decimal integer starts with a non-zero digit followed by zero or more digits (`0123456789').  
A hexadecimal integer is `0x' or `0X' followed by one or more hexadecimal digits chosen from 
`0123456789abcdefABCDEF'.  
Integers have the usual values.  To denote a negative integer, use the prefix operator `-' discussed 
under expressions (see section Prefix Operator).  
 
Bignums 
A bignum has the same syntax and semantics as an integer except that the number (or its 
negative) takes more than 32 bits to represent in binary.  The distinction is made because in some 
places integers are permitted while bignums are not.  
 
Flonums 
A flonum represents a floating point number.  The translation is indirect: a decimal floating point 
number from the text is converted by gas to a generic binary floating point number of more 
than sufficient precision.  This generic floating point number is converted to a particular 
computer's floating point format (or formats) by a portion of gas specialized to that computer.  
 
A flonum is written by writing (in order)  
    The digit `0'.  
    A letter (e.g. e or f), to tell the rest of the number is a flonum.  
    An optional sign: either `+' or `-'.  
    An optional integer part: zero or more decimal digits.  
    An optional fractional part: `.' followed by zero or more decimal digits.  
    An optional exponent, consisting of:  
        An `E' or `e'.  
        Optional sign: either `+' or `-'.  
        One or more decimal digits.  
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At least one of the integer part or the fractional part must be present.  The floating point number 
has the usual base-10 value.  
 
The directives .byte, .hword, .int, .long, .short, and .word accept bit-field arguments.  

7.7 Sections and Relocation 
Background 
Roughly, a section is a range of addresses, with no gaps; all data "in" those addresses is treated 
the same for some particular purpose. For example there may be a "read only" section.  
 
The linker ld reads many object files (partial programs) and combines their contents to form a 
runnable program.  When gas emits an object file, the partial program is assumed to start at 
address 0.  Ld will assign the final addresses the partial program occupies, so that different 
partial programs don't overlap.  This is actually an over-simplification, but it will suffice to 
explain how gas uses sections.  
 
Ld moves blocks of bytes of your program to their run-time addresses.  These blocks slide to 
their run-time addresses as rigid units; their length does not change and neither does the order of 
bytes within them. Such a rigid unit is called a section.  Assigning run-time addresses to sections 
is called relocation. It includes the task of adjusting mentions of object-file addresses so they 
refer to the proper run-time addresses. 
 
An object file written by gas has at least three sections, any of which may be empty.  These are 
named text, data and bss sections.  
 
 
Symbols 
Symbols are a central concept: the programmer uses symbols to name things, the linker uses 
symbols to link, and the debugger uses symbols to debug.  
 
Warning: does not place symbols in the object file in the same order they were declared.  This 
may break some debuggers.  
 
Labels 
A label is written as a symbol immediately followed by a colon `:'.  The symbol then represents 
the current value of the active location counter, and is, for example, a suitable instruction 
operand.  You are warned if you use the same symbol to represent two different locations: the 
first definition overrides any other definitions.  
 
Giving Symbols Other Values 
A symbol can be given an arbitrary value by writing a symbol, followed by an equals sign `=', 
followed by an expression (see section Expressions).  This is equivalent to using the .set 
directive. See section .set symbol, expression.  
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Symbol Names 
Symbol names begin with a letter or with one of `._'.  On most machines, you can also use $ in 
symbol names.  That character may be followed by any string of digits, letters, dollar signs, and 
underscores.  
 
Case of letters is significant: foo is a different symbol name than Foo.  
 
Each symbol has exactly one name.  Each name in an assembly language program refers to 
exactly one symbol.  You may use that symbol name any number of times in a program.  
 
Local Symbol Names 
Local symbols help compilers and programmers use names temporarily.  There are ten local 
symbol names, which are re-used throughout the program.  You may refer to them using the 
names `0' `1' ... `9'.  To define a local symbol, write a label of the form `N:' (where N represents 
any digit).  To refer to the most recent previous definition of that symbol write `Nb', using the 
same digit as when you defined the label.  To refer to the next definition of a local label, write 
`Nf'---where N gives you a choice of 10 forward references.  The `b' stands for "backwards" and 
the `f' stands for "forwards".  
 
Local symbols are not emitted by the current GNU C compiler.  
 
There is no restriction on how you can use these labels, but remember that at any point in the 
assembly you can refer to at most 10 prior local labels and to at most 10 forward local labels.  
 
Local symbol names are only a notation device.  They are immediately transformed into more 
conventional symbol names before the assembler uses them.  The symbol names stored in the 
symbol table, appearing in error messages and optionally emitted to the object file have these 
parts:  
 
L All local labels begin with `L'. Normally both and forget symbols that start with `L'. These 
labels are used for symbols you are never intended to see.  If you give the `-L' option then will 
retain these symbols in the object file.  If you also instruct to retain these symbols, you may use 
them in debugging.  
 
digit  
    If the label is written `0:' then the digit is `0'.  If the label is written `1:' then the digit is `1'. 
And so on up through `9:'.  
 
^A This unusual character is included so you don't accidentally invent a symbol of the same 
name.  The character has ASCII value `\001'.  
 
ordinal number  
    This is a serial number to keep the labels distinct. The first `0:' gets the number `1'; The 15th 
`0:' gets the number `15'; etc..  Likewise for the other labels `1:' through `9:'.  
 
For instance, the first 1: is named L1^A1, the 44th 3: is named L3^A44.  
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The Special Dot Symbol 
The special symbol `.' refers to the current address that is assembling into. Thus, the expression 
`melvin: .long .'will cause melvin to contain its own address.  Assigning a value to . is 
treated the same as a .org directive.  Thus, the expression `.=.+4' is the same as saying 
`.space 4'.  
 
Symbol Attributes 
Every symbol has, as well as its name, the attributes "Value" and "Type".  Depending on output 
format, symbols can also have auxiliary attributes.  
 
If you use a symbol without defining it, gas assumes zero for all these attributes, and probably 
won't warn you.  This makes the symbol an externally defined symbol, which is generally what 
you would want.  
 
Value 
The value of a symbol is (usually) 32 bits.  For a symbol which labels a location in the text, 
data, bss or absolute sections the value is the number of addresses from the start of that 
section to the label. Naturally for text, data and bss sections the value of a symbol changes as ld 
changes section base addresses during linking.  Absolute symbols' values do not change during 
linking: that is why they are called absolute.  
 
The value of an undefined symbol is treated in a special way.  If it is 0 then the symbol is not 
defined in this assembler source program, and ld will try to determine its value from other 
programs it is linked with.  You make this kind of symbol simply by mentioning a symbol name 
without defining it.  A non-zero value represents a .comm common declaration.  The value is 
how much common storage to reserve, in bytes (addresses). The symbol refers to the first 
address of the allocated storage.  
 
Type 
The type attribute of a symbol contains relocation (section) information, any flag settings 
indicating that a symbol is external, and (optionally), other information for linkers and 
debuggers.  The exact format depends on the object-code output format in use.  

7.8 Expressions 
An expression specifies an address or numeric value. Whitespace may precede and/or follow an 
expression.  
 
Empty Expressions 
An empty expression has no value: it is just whitespace or null.  Wherever an absolute 
expression is required, you may omit the expression and will assume a value of (absolute) 0.  
This is compatible with other assemblers.  
 
Integer Expressions 
An integer expression is one or more arguments delimited by operators.  
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Arguments 
Arguments are symbols, numbers or subexpressions.  In other contexts arguments are sometimes 
called "arithmetic operands".  In this manual, to avoid confusing them with the "instruction 
operands" of the machine language, we use the term "argument" to refer to parts of expressions 
only, reserving the word "operand" to refer only to machine instruction operands.  
 
Symbols are evaluated to yield {section NNN} where section is one of text, data, bss, 
absolute, or undefined. NNN is a signed, 2's complement 32-bit integer.  
 
Numbers are usually integers.  
 
A number can be a flonum or bignum. In this case, you are warned that only the low order 32 
bits are used, and pretends these 32 bits are an integer.  You may write integer-manipulating 
instructions that act on exotic constants, compatible with other assemblers.  
 
Subexpressions are a left parenthesis `(' followed by an integer expression, followed by a right 
parenthesis `)'; or a prefix operator followed by an argument.  
 
Operators 
Operators are arithmetic functions, like + or %.  Prefix operators are followed by an argument. 
Infix operators appear between their arguments.  Operators may be preceded and/or followed by 
whitespace.  
 
Prefix Operator 
Gas has the following prefix operators.  They each take one argument, which must be absolute.  
-  Negation.   Two's complement negation.  
~  Complementation.  Bitwise not.  
 
Infix Operators 
Infix operators take two arguments, one on either side.  Operators have precedence, but 
operations with equal precedence are performed left to right. Apart from + or -, both arguments 
must be absolute, and the result is absolute.  
 
1. Highest Precedence 

* Multiplication.  
/ Division. Truncation is the same as the C operator `/'  

% Remainder.  
< Less than 

<< Shift Left.  Same as the C operator `<<'.  
> Greater than 

>> Shift Right. Same as the C operator `>>'.  
2. Intermediate precedence  

| Bitwise Inclusive Or.  
& Bitwise And.  
^ Bitwise Exclusive Or.  
! Bitwise Or Not.  
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3. Lowest Precedence  
+ Addition.  If either argument is absolute, the result has the section of the other argument. 
If either argument is pass1 or undefined, the result is pass1.  Otherwise + is illegal.  
- Subtraction.  If the right argument is absolute, the result has the section of the left 
argument.  If either argument is pass1 the result is pass1.  If either argument is undefined the 
result is difference section.  If both arguments are in the same section, the result is absolute--
provided that section is one of text, data or bss.  Otherwise subtraction is illegal.  
 
The sense of the rule for addition is that it's only meaningful to add the offsets in an address; you 
can only have a defined section in one of the two arguments.  
 
Similarly, you can't subtract quantities from two different sections.  
 

7.9 Assembler Directives 
All assembler directives have names that begin with a period (`.').  The rest of the name is letters, 
usually in lower case.  
 
This chapter discusses directives that are available regardless of the target machine configuration 
for the GNU assembler.  
 
.abort 
This directive stops the assembly immediately.  It is for compatibility with other assemblers.  
The original idea was that the assembly language source would be piped into the assembler.  If 
the sender of the source quit, it could use this directive tells to quit also.  One day .abort will 
not be supported. 
 
.align abs-expr , abs-expr 
Pad the location counter (in the current subsection) to a particular storage boundary.  The first 
expression (which must be absolute) is the number of low-order zero bits the location counter 
will have after advancement.  For example `.align 3' will advance the location counter until 
it a multiple of 8.  If the location counter is already a multiple of 8, no change is needed.  
 
The second expression (also absolute) gives the value to be stored in the padding bytes.  It (and 
the comma) may be omitted.  If it is omitted, the padding bytes are zero.  
 
.app-file string 
.app-file (which may also be spelled `.file') tells gas that we are about to start a new 
logical file. string is the new file name.  In general, the filename is recognized whether or not it is 
surrounded by quotes `"'; but if you wish to specify an empty file name is permitted, you must 
give the quotes--"".  This statement may go away in future: it is only recognized to be compatible 
with old gas programs. 
 
.ascii "string"... 
.ascii expects zero or more string literals (see section Strings) separated by commas.  It 
assembles each string (with no automatic trailing zero byte) into consecutive addresses.  
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.asciz "string"... 
.asciz is just like .ascii, but each string is followed by a zero byte.  The "z" in `.asciz' 
stands for "zero".  
 
.byte expressions 
.byte expects zero or more expressions, separated by commas.  Each expression is assembled 
into the next byte.  
 
.comm symbol , length  
.comm declares a named common area in the bss section.  Normally ld reserves memory 
addresses for it during linking, so no partial program defines the location of the symbol.  Use 
.comm to tell that it must be at least length bytes long. will allocate space for each .comm symbol 
that is at least as long as the longest .comm request in any of the partial programs linked.  
Length is an absolute expression.  
 
.data subsection 
.data tells gas to assemble the following statements onto the end of the data subsection 
numbered subsection (which is an absolute expression).  If subsection is omitted, it defaults to 
zero. 
 
.double flonums 
.double expects zero or more flonums, separated by commas.  It assembles floating point 
numbers.  
 
.eject 
Force a page break at this point, when generating assembly listings.  
 
.else 
.else is part of the gas support for conditional assembly; see section .if absolute expression. 
It marks the beginning of a section of code to be assembled if the condition for the preceding .if 
was false.  
 
.endif 
.endif is part of the support for conditional assembly; it marks the end of a block of code that is 
only assembled conditionally.  See section .if absolute expression.  
 
.equ symbol, expression 
This directive sets the value of symbol to expression. It is synonymous with `.set'; see section 
.set symbol, expression.  
 
.extern 
.extern is accepted in the source program--for compatibility with other assemblers--but it is 
ignored. gas treats all undefined symbols as external. 
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.file string 

.file (which may also be spelled `.app-file') tells that we are about to start a new logical 
file. string is the new file name.  In general, the filename is recognized whether or not it is 
surrounded by quotes `"'; but if you wish to specify an empty file name, you must give the 
quotes--"".  This statement may go away in future: it is only recognized to be compatible with 
old programs.  
 
.fill repeat , size , value 
result, size and value are absolute expressions.  This emits repeat copies of size bytes. 
Repeat may be zero or more. Size may be zero or more, but if it is more than 8, then it is 
deemed to have the value 8, compatible with other people's assemblers.  The contents of each 
repeat bytes are taken from an 8-byte number.  The highest order 4 bytes are zero.  The lowest 
order 4 bytes are value rendered in the byte-order of an integer on the computer is assembling 
for.  Each size bytes in a repetition is taken from the lowest order size bytes of this number. 
Again, this bizarre behavior is compatible with other people's assemblers.  
 
size and value are optional.  If the second comma and value are absent, value is assumed 
zero.  If the first comma and following tokens are absent, size is assumed to be 1.  
 
.float flonums 
This directive assembles zero or more flonums, separated by commas.  It has the same effect as 
.single. 
 
.global symbol, .globl symbol 
.global makes the symbol visible to ld.  If you define symbol in your partial program, its 
value is made available to other partial programs that are linked with it. Otherwise, symbol will 
take its attributes from a symbol of the same name from another partial program it is linked with.  
Both spellings (`.globl' and `.global') are accepted, for compatibility with other 
assemblers.  
 
.hword expressions 
This expects zero or more expressions, and emits a 16-bit number for each.  
 
.ident 
This directive is used by some assemblers to place tags in object files.  gas simply accepts the 
directive for source-file compatibility with such assemblers, but does not actually emit anything 
for it.  
 
.if absolute expression 
.if marks the beginning of a section of code which is only considered part of the source 
program being assembled if the argument (which must be an absolute expression) is non-zero. 
The end of the conditional section of code must be marked by .endif (see section .endif); 
optionally, you may include code for the alternative condition, flagged by .else (see section 
.else.  
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The following variants of .if are also supported: 
 
.ifdef symbol  
Assembles the following section of code if the specified symbol has been defined.  
 
.ifndef symbol  
.ifnotdef symbol  
Assembles the following section of code if the specified symbol has not been defined.  Both 
spelling variants are equivalent.  
 
.include "file" 
This directive provides a way to include supporting files at specified points in your source 
program.  The code from file is assembled as if it followed the point of the .include; when the 
end of the included file is reached, assembly of the original file continues.  You can control the 
search paths used with the `-I' command-line option (see section Command-Line Options). 
Quotation marks are required around file.  
 
.int expressions 
Expect zero or more expressions, of any section, separated by commas.  For each 
expression, emit a 32-bit number that will, at run time, be the value of that expression.  The 
byte order of the expression depends on what kind of computer will run the program.  
 
.lcomm symbol , length 
Reserve length (an absolute expression) bytes for a local common denoted by symbol.  The 
section and value of symbol are those of the new local common.  The addresses are allocated in 
the bss section, so at run-time the bytes will start off zeroed.  Symbol is not declared global (see 
section .global symbol, .globl symbol), so is normally not visible to ld.  
 
.lflags 
gas accepts this directive, for compatibility with other assemblers, but ignores it.  
 
.line line-number 
Even though this is a directive associated with the a.out or b.out object-code formats, gas 
will still recognize it when producing COFF output, and will treat `.line' as though it were the 
COFF `.ln' if it is found outside a .def/.endef pair.  
 
Inside a .def, `.line' is, instead, one of the directives used by compilers to generate 
auxiliary symbol information for debugging.  
 
.ln line-number 
`.ln' is a synonym for `.line'.  
 
.list 
Control (in conjunction with the .nolist directive) whether or not assembly listings are 
generated.  These two directives maintain an internal counter (which is zero initially). .list 
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increments the counter, and .nolist decrements it.  Assembly listings are generated whenever 
the counter is greater than zero.  
 
By default, listings are disabled.  When you enable them (with the `-a' command line option; see 
section Command-Line Options), the initial value of the listing counter is one.  
 
.long expressions 
.long is the same as `.int', see section .int expressions.  
 
.nolist 
Control (in conjunction with the .list directive) whether or not assembly listings are generated. 
These two directives maintain an internal counter (which is zero initially).  .list increments the 
counter, and .nolist decrements it.  Assembly listings are generated whenever the counter is 
greater than zero.  
 
.octa bignums 
This directive expects zero or more bignums, separated by commas.  For each bignum, it emits a 
16-byte integer.  
 
The term "octa" comes from contexts in which a "word" is two bytes; hence octa-word for 16 
bytes.  
 
.org new-lc , fill 
.org will advance the location counter of the current section to new-lc. new-lc is either an 
absolute expression or an expression with the same section as the current subsection.  That is, 
you can't use .org to cross sections: if new-lc has the wrong section, the .org directive is 
ignored.  To be compatible with former assemblers, if the section of new-lc is absolute, gas 
will issue a warning, then pretend the section of new-lc is the same as the current subsection.  
 
.org may only increase the location counter, or leave it unchanged; you cannot use .org to 
move the location counter backwards.  
 
Because gas tries to assemble programs in one pass new-lc may not be undefined.  If you really 
detest this restriction we eagerly await a chance to share your improved assembler.  
 
Beware that the origin is relative to the start of the section, not to the start of the subsection.  This 
is compatible with other people's assemblers.  
 
When the location counter (of the current subsection) is advanced, the intervening bytes are 
filled with fill, which should be an absolute expression.  If the comma and fill are omitted, fill 
defaults to zero.  
 
.psize lines , columns 
Use this directive to declare the number of lines--and, optionally, the number of columns--to use 
for each page, when generating listings.  
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If you don't use .psize, listings will use a default line-count of 60.  You may omit the comma 
and columns specification; the default width is 200 columns.  
 
gas will generate formfeeds whenever the specified number of lines is exceeded (or whenever 
you explicitly request one, using .eject).  
 
If you specify lines as 0, no formfeeds are generated save those explicitly specified with .eject.  
 
.quad bignums 
.quad expects zero or more bignums, separated by commas. For each bignum, it emits an 8-
byte integer. If the bignum won't fit in 8 bytes, it prints a warning message; and just takes the 
lowest order 8 bytes of the bignum. 
 
The term "quad" comes from contexts in which a "word" is two bytes; hence quad-word for 8 
bytes.  
 
.sbttl "subheading" 
Use subheading as the title (third line, immediately after the title line) when generating 
assembly listings.  
 
This directive affects subsequent pages, as well as the current page if it appears within ten lines 
of the top of a page.  
 
.set symbol, expression 
This directive sets the value of symbol to expression.  This will change symbol's value and type 
to conform to expression.  If symbol was flagged as external, it remains flagged. (See section 
Symbol Attributes.)  
 
You may .set a symbol many times in the same assembly. If the expression's section is 
unknowable during pass 1, a second pass over the source program will be forced.  The second 
pass is currently not implemented. Gas will abort with an error message if one is required.  
 
If you .set a global symbol, the value stored in the object file is the last value stored into it.  
 
.single flonums 
This directive assembles zero or more flonums, separated by commas. It has the same effect as 
.float.  
 
.space size , fill 
This directive emits size bytes, each of value fill.  Both size and fill are absolute 
expressions. If the comma and fill are omitted, fill is assumed to be zero.  
 
.stabd, .stabn, .stabs 
There are three directives that begin `.stab'.  All emit symbols (see section Symbols), for use 
by symbolic debuggers.  The symbols are not entered in the gas hash table: they cannot be 
referenced elsewhere in the source file.  Up to five fields are required: 
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string 
This is the symbol's name.  It may contain any character except `\000', so is more general than 
ordinary symbol names.  Some debuggers used to code arbitrarily complex structures into 
symbol names using this field.  
 
type An absolute expression.  The symbol's type is set to the low 8 bits of this expression.  Any 
bit pattern is permitted, but and debuggers will choke on silly bit patterns.  
 
other  An absolute expression.  The symbol's "other" attribute is set to the low 8 bits of this 
expression.  
 
desc An absolute expression.  The symbol's descriptor is set to the low 16 bits of this expression.  
 
value  An absolute expression which becomes the symbol's value.  
 
If a warning is detected while reading a .stabd, .stabn, or .stabs statement, the symbol has 
probably already been created and you will get a half-formed symbol in your object file.  This is 
compatible with earlier assemblers!  
 
.stabd type , other , desc   The "name" of the symbol generated is not even an 
empty string.  It is a null pointer, for compatibility.  Older assemblers used a null pointer so they 
didn't waste space in object files with empty strings.  The symbol's value is set to the location 
counter, relocatably.  When your program is linked, the value of this symbol will be where the 
location counter was when the .stabd was assembled.  
 
.stabn type , other , desc , value   The name of the symbol is set to the empty 
string "".  
 
.stabs string , type , other , desc , value   All five fields are specified.  
 
.text subsection 
Tells gas to assemble the following statements onto the end of the text subsection numbered 
subsection, which is an absolute expression.  If subsection is omitted, subsection 
number zero is used.  
 
.title "heading" 
Use heading as the title (second line, immediately after the source file name and pagenumber) 
when generating assembly listings.  This directive affects subsequent pages, as well as the 
current page if it appears within ten lines of the top of a page.  
 
.word expressions 
This directive expects zero or more expressions, of any section, separated by commas.  
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